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ABSTRACT 

Emergency response managers often try to prepare plans in advance of foreseeable crises. However, pre-prepared plans 
almost never fit the precise situation when an actual crisis arises. This paper focuses on what can be done once the plan 
has been found to be a mismatch with the actual situation, and particularly on sensemaking and its integration into 
generating a response to a crisis situation. This paper proposes planning operator induction as a suitable technique. The 
Air Traffic Control and military air defence situation over the continental US on September 11, 2001, serves as the 
illustrative application. Since the paper reports research in progress, it closes by outlining the additional functionality that 
will have to be added to the existing POI implementation to produce a sensemaking tool. 
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INTRODUCTION 

In almost every field of emergency response, managers prepare plans and Standard Operating Procedures (SOPs) in 
advance of foreseeable crises. There are several reasons for doing so: to reduce uncertainty and fear, to train first 
responders, and to deploy resources. However, it is a truism that pre-prepared plans and SOPs almost never fit the precise 
situation when an actual crisis arises. In the military world, this is commonly expressed in the aphorism that “no plan 
survives the first contact with the enemy”2. 

The existence of this aphorism begs a number of research questions, such as: 

•  Are such aphorisms supported by the facts? Gadsden’s (1985) study of naval helicopter operations in the 1982 
Falklands War shows that they are. 

•  What can be done to ensure that plans and SOPs are a better fit to actual crises? The aphorism indicates that this can 
only be done reactively after the crisis occurs. The processes involved are variously referred to as sensemaking (Weick, 
1995), improvisation (Kreps, 1991) (Mendonça, forthcoming), and creativity (Kendra & Wachtendorf, 2002). This 
paper adopts the term sensemaking, defined (Weick, 1995) as an on-going accomplishment that emerges from efforts 
to create order and make retrospective sense of what occurs. Mendonça, Beroggi & Wallace (2001) observe that this is 
a two-stage process: first the recognition that pre-prepared plans cannot be executed, and then the real-time 
development of new plans. Chenail & Maione (1997) observe that sensemaking involves deconstructing and then 
reconstructing pre-existing domain models. 

•  Is it a waste of time and effort to prepare plans and SOPs in advance? Even if pre-prepared plans are no longer 
executable, it appears that preparation still aids improvisation (Kreps, 1991). Schmitt and Klein’s (1999) study of 
military planning from a naturalistic decision-making viewpoint shows that plans are modified incrementally to fit the 
actual situation. 

This paper addresses the second question. In particular, the paper looks at whether a decision support tool can be 
developed to integrate the two stages in the process. 

The starting point for this paper is the generation of (response) plans (Georgeff, 1987). Plan generation takes as its input 
a domain model, an initial state, and the goal state, and outputs a sequence of actions that will, on execution, transform 
the initial state to the goal state. In emergency response, the initial state is the situation immediately following the crisis, 
and the goal state is the restoration of normality. However, the problem is complicated in at least two ways: 

                                                           
1 Also with Department of Computer Science, University of Pretoria, South Africa. 
2 Similar aphorisms can be found in other domains, e.g. science fiction, football, etc. 
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•  Information about the initial state is invariably uncertain, inaccurate, and/or incomplete. 
•  The crisis invariably makes the pre-existing domain model incorrect. In planning, the predominant representation of 

domain models is the STanford Research Institute Planning System (STRIPS) operator (Fikes & Nilsson, 1971). A 
STRIPS operator represents a class of interactions between domain objects in which the objects change state. 
Modelling a domain involves identifying the set of objects in the domain (i.e. the static structure of the domain) and the 
set of state-changes they may undergo (i.e. their dynamic behaviour). A domain model will be incorrect if the set of 
objects or the set of state-changes is (no longer) correct. One way of correcting a domain model is to learn from 
positive and negative examples, e.g. by induction. 

The purpose of this paper is to propose planning operator induction (POI) as a technique for integrating sensemaking and 
response planning. The paper reports research in progress under the theme of “Beyond situation awareness: closing the 
OODA loop”. The paper is structured into six chapters. After this introductory chapter, Chapter 2 reviews two relevant 
aspects of sensemaking. Chapter 3 introduces the POI algorithm. Chapter 4 presents simplified domain models relating to 
aircraft hijacking, as it was commonly understood prior to September 11, 2001, and afterwards. Using these domain 
models, Chapter 5 explains how POI could have been used on that day to integrate sensemaking and response. Chapter 6 
outlines the further research needed. 

SENSEMAKING 

There are two relevant aspects of sensemaking. The first is to establish why sensemaking is needed. This can be seen 
from Figure 1, which shows a tree of outcomes (shown as rectangles) that may arise from monitoring some complex, 
dynamic and uncertain system. One outcome might be that the state of the system is normal, i.e. the values of all 
parameters are within their maximum and minimum thresholds and the system state does not diverge from that expected 
from preceding actions. In this case attention can return to the monitoring process. 

Monitoring

Nominal Non-nominal

Expected Unexpected

Contingency plan exists No contingency plan

Contingency plan works Contingency plan fails

 

Figure 1.   Tree of outcomes from monitoring process. 

By contrast, the outcome can be an abnormal system state. On its own, this information is not sufficient to trigger 
sensemaking. In particular, all may be well if the abnormal system state was predicted, a contingency plan has been 
prepared, and the contingency plan is effective when executed. On the other hand, there is definitely a problem if: 

1. The abnormal state was unexpected. 

2. The abnormal state was predicted but no contingency plan has been prepared. It may be that no plan was prepared 
because the likelihood of the abnormal state was estimated as low or because some expensive resource needed for the 
contingency plan is unavailable. 

3. The abnormal state was predicted and a contingency plan has been prepared, but the contingency plan fails. 

In case (2), the situation can be recovered if there is sufficient time to prepare a contingency plan and that plan works 
when it is executed. However, in cases (1) and (3), some fundamental knowledge about the system is lacking. In case (1), 
the system has exhibited an unknown failure mode. Sensemaking is needed to understand the failure mode and then to 
develop an appropriate response to it. In case (3), the planners were confident that they had a correct model of the system 
when developing the contingency plan, but its failure shows that their confidence was misplaced. Sensemaking is needed 
to discover where the inadequacy lies and how the model should be modified. On September 11, 2001, case (3) applied. 

The second relevant aspect is how sensemaking is related to response. On the assumption that crisis response is plan-
based, then response emerges from executing a suitable plan. As Figure 2 shows, the plan is the output of a planning 
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process. Planning requires a domain model and a planning problem (i.e. the initial state and the desired goal state) as its 
inputs. The inputs to planning are generated by three processes that utilise feedback from plan execution: a state 
estimation process generates the initial state; a goal setting process generates the desired goal state; and a modelling 
process generates the domain model. These three processes can be seen as forms of sensemaking. We are specifically 
interested here in the modelling process. 

Planning plan

planner

Execution

Modelling

State estimation initialstate *

domain

model

Goal setting

goal
state *

* planning problem

 

Figure 2.   Feedback from plan execution leads to sensemaking. 

PLANNING OPERATOR INDUCTION 

This chapter outlines prior work, namely the development of the POI algorithm. More details are in (Grant, 1996). 

Any system can be described in terms of features that remain static over time (structure) and features that change 
dynamically (behaviour). The system may be any complex and/or artificial system. For example, it might be a factory, a 
business or social organization, a spacecraft payload, a communications network, an aircraft, a software package, an 
ecological system, and so on. Correspondingly, the ontology underlying POI has two parts: one ontology for describing 
the static model of the domain, and a second ontology for describing the dynamic behaviour of the domain. The static 
model describes the domain in terms of classes and instances of domain objects, the relationships between these classes 
and instances, and the inter-relationship cardinality and exclusion constraints. This static model can be depicted using the 
entity-relationship model (ERM) notation (Chen, 1976)3. The dynamic model describes the potential behaviour of the 
domain in terms of states and transitions. This dynamic model can depicted as a state-transition network (STN). 
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Figure 3.   Depiction of Planning Operator Induction algorithm. 

The novelty of the planning operator induction (POI) algorithm is that it can induce the dynamic model ab initio from the 
static model. Moreover, it needs only example states (snapshots of the situation) as input4. The POI algorithm is divided 

                                                           
3 The ERM can depict the cardinality constraints, but not the exclusion constraints. 
4 Gil, desJardins, and Wang have developed other algorithms that incrementally improve a pre-existing set of STRIPS 
planning operators, e.g. for explanation-based learning. All are dependent on (1) the pre-existence of an imperfect 
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into two parts (see Figure 3). Given descriptions of one or more states of a system, the first part (Acquisition) generates a 
description of the system structure in the form of an entity-relationship model (ERM) (Chen, 1976) from observations of 
the domain. The second part (Induction) induces a state-transition network (STN) from the ERM. Mitchell’s (1982) 
version spaces and candidate elimination algorithm is used for induction, with candidate states being eliminated using the 
inter-relationship constraints. In essence, this STN represents all possible courses of action in the domain modelled in the 
ERM. In the original application of POI (i.e. to induce planning operators) the final step is to extract the set of planning 
operators by generalising the transitions in the STN. This final step is not needed for sensemaking purposes. Instead, by 
marking the actual initial and goal states in the STN, the user can extract the set of all plans that will transform the initial 
state into the goal state. 

The POI algorithm has been implemented in Smalltalk. It has been tested successfully on eight domains, both in a stand-
alone mode and embedded into a multi-agent system. The most complex domain tested was the High Performance 
Capillary Electrophoresis (HPCE) spacecraft payload (Eckhard, 1992), based on a class of chemical laboratory 
instruments available commercially from several manufacturers. 

There are limitations to the POI algorithm. To apply POI, it must be possible to model the system as exhibiting multiple 
states, changing discretely from one state to another, and using only renewable resources. It is not possible to model 
metric measures, such as time. Induction is computationally both intensive and explosive. This means that a naïve 
implementation of the POI algorithm will not scale up to handle real-world domains. The bulk of the research reported in 
(Grant, 1996) was concerned with finding measures for maintaining scalability both within and across domains. These 
measures have been incorporated in the POI implementation. 

In common with all learning algorithms, POI can only make the best use of the information provided to it. If the input 
information is incorrect or incomplete, then the behavioural description that POI generates will also be incorrect or 
incomplete. By comparison with other algorithms for learning behavioural knowledge, the POI algorithm has two key 
advantages. First, POI needs no prior search control knowledge, e.g. previous plans, state-sequences, or transitions. POI 
can generate behavioural knowledge from structural descriptions or from unconnected “snapshots” of the system’s state. 
Second, POI can generate the behaviour of a system that does not yet exist, e.g. a system that is still being designed. In 
particular, it could be used to induce planning knowledge for a form of terrorist attack that is foreseen but has not yet 
occurred. 

Depending on the application, the two parts of the POI algorithm can be sequenced in various ways. The Induction part 
can be used alone in domains where the system’s structural description is already available, e.g. from CADCAM. Both 
parts are needed when there is a real, observable system but no structural description. When the real, observable system 
is failure-prone, then the Induction part is first used to induce a description of the system’s fault-free behaviour. Then the 
complete algorithm is used whenever a fault is observed to generate a description (an augmented STN) covering both 
fault-free and faulty behaviour. The response plan – if one exists – can be extracted by identifying the faulty state in the 
augmented STN (the initial state) and finding a reachable fault-free state (the goal state). The generation of an augmented 
STN and the extraction of a response plan have not been demonstrated in prior work. As this would be needed for the 
application of POI to sensemaking, these capabilities form part of the future work to be done; see Chapter 6. 

AIRCRAFT HIJACKING BEFORE AND AFTER 9/11 

To exemplify the application of POI to sensemaking (see next chapter), we take as our illustrative domain the air traffic 
control (ATC) and military air defence situation over the continental US on September 11, 2001. Source material is the 
9/11 Commission (2004) report, published timelines for civil ATC (AWST, 2001) and for military air defence (AWST, 
2002a), supplemented by the recently declassified chronology of events on-board the four hijacked airliners (9/11 
Commission, 2005). For brevity, only the simplified ERMs are shown, with the corresponding dynamic behaviour being 
described in text form. 

In normal flight, the Pilot flies the Aircraft and at the end of the flight the Aircraft lands at the Airport; see the left-hand 
side of Figure 4. Since the flies and lands at relationships are mutually exclusive, the STN would contain two states: 
flying and landed. Valid transitions are flying -> landed and landed -> flying. 

Prior to September 11, 2001, aircraft hijacking usually involved the hijacker(s) giving instructions to the pilot to land at 
an airport. After landing, negotiations would begin aimed at achieving the hijacker’s goals (e.g. release of terrorists). If 
negotiations were stalled or not progressing fast enough, then the hijacker(s) might kill a couple of passengers. The pilots 
were usually spared in case the hijacker needed the aircraft to take off again and fly to another airport. The simplified 
ERM is shown on the right-hand side of Figure 4. Note that this ERM contains the same relationships as in a normal 
flight, e.g. the Pilot flies the Aircraft and the Aircraft lands at the Airport. The corresponding STN would include the 
                                                                                                                                                                                                   

operator-set, and (2) input examples in the form of transitions or plan segments. For brevity, these algorithms are not 
reviewed here, but more details can be found in Grant (1996). 
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states flying, flying under direction, landed (under direction), landed & negotiating, and landed negotiating & killed. 
Valid transitions are flying -> flying under direction, flying under direction -> landed, and landed -> landed & 
negotiating. Undesirable transitions are landed (& negotiating) -> flying under direction and any transition to a state in 
which the kills relationship becomes true. 

Pilot

Aircraft Airport

flies

lands at

Normal flight:

Pilot

Aircraft Airport

flies

lands at

Hijacking pre-9/11:

Hijacker

directs

Negotiator

Passenger

talks to

kills

 

Figure 4.   Patterns prior to September 11, 2001 (simplified ERMs only). 

The situation facing the Federal Aviation Agency (FAA) on September 11, 2001, was different in several respects (9/11 
Commission, 2004; 2005) (AWST, 2001; 2002a/b/c). The timelines show that during the FAA’s regular morning 
teleconference they received an early report that American Airlines flight 11 had been hijacked. Assuming that the 
situation matched the model shown on the right-hand side of Figure 4, no special actions were taken initially. The US 
military air defence organisation was informed5 when the FAA received reports that the hijackers had injured or killed 
passengers and crew in-flight. 

Pilot

Aircraft Building

flies

crashes
into

9/11 hijackings:

Hijacker

kills

Explosion

trig
ger

s

 

Figure 5.   Pattern for September 11, 2001, hijackings. 

When the first aircraft crashed into the World Trade Center building, CNN reported it as a light aircraft that was 
tragically off course. Only later did the FAA (and the US military air defence organisation) connect the crash with the 
hijacking. Sensemaking was not triggered until the FAA realised that there were discrepancies between the actual course 
of events and the then-current model for hijacking. By this time the second hijacked aircraft had crashed into the World 
Trade Center. After altering its domain model, the FAA found that 11 aircraft fitted the new pattern (AWST, 2001). 

Figure 5 shows the domain model for the 9/11 hijackings as a simplified ERM. The corresponding STN would include 
the undesirable states of killing in-flight, (the Hijacker) flying, crashing into the Building, and triggering an Explosion. 
Response planning would be aimed at precluding these undesirable states, e.g. by shooting down the hijacked aircraft. 
                                                           
5 By unorthodox channels; see AWST (2002a) and 9/11 Commission (2004; 2005). 
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Sensemaking would have to identify the first or second states to plan and respond in time. Unfortunately, on September 
11, 2001, the US ATC and military air defence organisation were unable to respond fast enough (AWST, 2002b/c). 

APPLYING POI TO SENSEMAKING 

Since POI learns a behavioural domain model by induction, it can – in principle - be used for sensemaking. One of the 
aims of the research reported here is to apply POI to sensemaking6. However, this has not yet been implemented. 

It is assumed that sensemaking would occur in the context of recognition-primed decision-making (Klein, 1998). The 
static and dynamic domain models for well-known situations, such as normal flight, would be retained as standard 
patterns. Sensemaking would occur when no available standard pattern matched the observed states or transitions. 

In its sensemaking application, POI would be used as follows: 

•  The domain would be modelled as an ERM using the latest available knowledge. In the 9/11 hijacking example, the 
applicable domain model would be the one for normal flight, as in the left-hand side of Figure 4. When the hijackings 
began on September 11, 2001, the normal flight model applied to over 5000 aircraft in-flight over the continental US. 
In practice, the normal flight model would not be constructed anew every time, but retained as a standard pattern. 

•  The STN would be induced from this ERM using the second part of POI. Again, the STN for the normal flight model 
would have been retained as a standard pattern. Valid states for each of the 5000 aircraft in flight would be flying and 
landed, with valid transitions being flying -> landed and landed -> flying. 

•  The domain would be monitored. Sensemaking would begin if: 
1. A new entity was observed. On September 11, 2001, the first event was the observation of the new entity Hijacker on 

American Airlines flight 11. Based on the then-current knowledge of aircraft hijacking, the domain model for 
American Airlines flight 11 would switch from the normal flight model (left-hand side of Figure 4) to the pre-9/11 
hijacking model (right-hand side of Figure 4). The latter model indicates that undesirable states and transitions are 
likely only after the hijacked aircraft has landed, explaining the initial absence of special actions. The pre-9/11 
hijacking model, too, would have been retained as a standard pattern. 

2. The domain entered a new state that was not included in the induced STN. To do so, it would have to violate one of 
the exclusion constraints in the pre-9/11 hijacking model. On September 11, 2001, a new state not included in the pre-
9 hijacking model was that the hijackers injured or killed passengers and crew in-flight. This violation of the pre-9/11 
hijacking model triggered the FAA to report the hijacking to the US military air defence organisation, which then 
scrambled fighter aircraft authorised to shoot down the hijacked aircraft. This was still not sufficient to trigger 
sensemaking because the suicidal intentions of the hijackers were not yet apparent. 

3. A new relationship was observed between two existing entities. A new relationship in the 9/11 hijacking example is 
the flies relationship between Hijacker and Aircraft. This relationship was not adopted when the first aircraft crashed 
into the World Trade Center because another explanation – that the aircraft was off-course – seemed more likely. 
When the second hijacked aircraft crashed into the World Trade Center the coincidence of two aircraft being off-
course in the same location within 20 minutes of one another was too great to sustain. It was this that finally triggered 
sensemaking7. 

Sensemaking would involve the following steps: 

•  Modify the static domain model to include the new information, by adding the new entity or relationship, or by 
relaxing the violated exclusion constraint. On September 11, 2001, the new information to be added included the flies 
relationship between Hijacker and Aircraft, the violation of the constraint that Hijackers only kill passengers and then 
only on the ground, and the new relationships resulting from the hijacker’s suicidal intentions: Aircraft crashes into 
Building, and Aircraft triggers Explosion. The resulting ERM is shown in Figure 5. 

•  Induce the augmented STN. This includes the undesirable states of killing in-flight, (the Hijacker) flying, crashing into 
the Building, and triggering an Explosion. 

•  Map the augmented STN onto the original STN. The original STN is usually included as a sub-network within the 
augmented STN. 

                                                           
6 The same functionality can be used for the diagnosis and recovery of failure-prone systems. 
7 Clearly marked by the US military’s NORAD control centre closing its nuclear blast-proof doors. The FAA’s System 
Command Center also ushered out all non-FAA personnel and secured its doors. 
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•  Identify the current state of the domain in the augmented STN. By the time that sensemaking started on September 11, 
2001, two of the aircraft had already crashed into the World Trade Center. Another 11 aircraft were in states in the 
augmented STN, including the other two hijacked aircraft. 

•  Select a desired goal state in the original STN that is reachable from the current state in the augmented STN. On 
September 11, 2001, there was no desirable goal state in the original STN that was reachable from the augmented STN. 
The only choice open to the US military air defence organisation was the undesirable goal state of shooting down the 
hijacked aircraft. 

•  Find a response plan, i.e. a sequence of states and transitions from the current state in the augmented STN to the 
chosen goal state that does not pass through undesirable states. The US military air defence organisation adopted a 
response plan of scrambling fighter aircraft to protect New York and Washington from hijacked aircraft. 

•  Execute the selected response plan. The selected response plan was initiated after the two hijacked aircraft crashed into 
the World Trade Center and too late to shoot down the third hijacked aircraft that crashed into the Pentagon. The 
response plan would have been executed successfully for the fourth hijacked aircraft if the passengers had not rushed 
the hijackers, causing the aircraft to crash in Pennsylvania. 

FURTHER WORK 

This paper reports work in progress. In particular, the POI algorithm has not yet been adapted to sensemaking and to the 
diagnosis and recovery of failure-prone systems. The implemented algorithm does not need changing, other than 
removing the existing final step that generalises transitions into STRIPS operators. Additional functionality is needed to: 

•  Monitor the domain for new entities, for new relationships, and for constraint violations. 
•  Produce a modified ERM, keeping it separate from the original ERM. 
•  Induce the augmented STN, keeping it separate from the original STN. 
•  Mapping the augmented STN onto the original STN. 
•  Identify the current state in the augmented STN. 
•  Select the goal state in the original STN. 
•  Find a response plan. 
The resulting POI-based sensemaking tool would then be embedded in a test environment and tested using progressively 
more complex cases and domains. It is instructive to compare the foreseen functionality of this POI-based sensemaking 
tool against Mendonça’s (forthcoming) requirements for extreme event decision support systems: 

Cognitive activity Requirements Sensemaking tool 

Categorisation Recognise the occurrence of 
unplanned-for contingencies 

Tool recognises unplanned contingencies when new entity 
or relationship is observed or a cardinality or exclusion 
constraint is violated. 

Search Retrieve or infer a referent that 
is appropriate for the situation 

Referent is the new entity or relationship or the constraint 
that has been violated. 

Assembly Generate one or more new 
procedures that are derived from 
this referent 

New procedures are induced in the form of the augmented 
STN. The new procedures appropriate to the actual domain 
state can be retrieved from this STN. 

Constraint satisfaction Ensure that new procedures can 
be executed in timely fashion 

Tool ensures that cardinality and exclusion constraints are 
met, but the POI ontology is currently unable to represent 
and reason with metric measures such as time. Further 
research needed. 

Communication Communicate and collaborate 
with human decision makers 

Outside the scope of this project. Further research needed. 

Inference Reason about interdependent 
physical systems and the models 
that represent them 

The static domain model represents the interdependent 
physical systems. Reasoning takes the form of induction of 
STN. 
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