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ABSTRACT

We report on the development of a classifier to identify Twitter users contributing first-hand information during
a disaster. Identifying such users helps social media monitoring teams identify critical information that might
otherwise slip through the cracks. A parallel study (St. Denis et al., 2020) demonstrates that Twitter user filtering
creates an information-rich stream of content, but the best way to approach this task is unexplored. A user’s profile
contains many di�erent “modalities” of data, including numbers, text, and images. To integrate these di�erent
data types, we constructed a multimodal neural network that combines the loss function of all modalities, and we
compared the results to many individual unimodal models and a decision-level fusion approach. Analysis of the
results suggests that unimodal models acting on Twitter users’ recent tweets are su�cient for accurate classification.
We demonstrate promising classification of Twitter users for crisis response with methods that are (1) easy to
implement and (2) quick to both optimize and infer.
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INTRODUCTION

Social media has changed the way that people communicate in disaster, expanding the options for sharing information
(Al-Akkad and Zimmermann, 2012; Palen and Hughes, 2018; Reuter et al., 2018) and lowering the barriers for
participation both on the ground and at a distance (Bruns and Burgess, 2012; Palen and Vieweg, 2008). This
has also expanded the options for emergency managers to share information with the public (Denef et al., 2013;
Hughes et al., 2014; Hughes and Palen, 2012) and to monitor for new information that can contribute to situational
awareness during an event (Goentzel et al., 2015; Vieweg et al., 2010).

Although social media has the potential to provide invaluable information for emergency response teams, adoption
of social media by emergency response has lagged behind public adoption (Palen and Hughes, 2018) as emergency
responders face the challenge of integrating these informal channels into formal emergency response (Hughes and
Palen, 2012; Plotnick and Hiltz, 2016). One of the key challenges is sifting through the large volume of information
circulating during a disaster across the broad range of social media platforms available to the public (Hiltz et
al., 2020; Imran et al., 2015; Palen and Hughes, 2018). Emergency managers frequently report concerns about
information potentially slipping through the cracks (Hughes and Palen 2012; Peterson, 2015; Plotnick and Hiltz,
2016)) and growing public expectations that emergency response monitor and respond to these communications
(American Red Cross, 2011).

Machine learning applications can help organize social media content and filter out “noise” (i.e. already known or
extraneous information), reducing the demand placed on emergency resources and helping responders to quickly
identify mission-critical information. In recent years, many machine learning approaches to social media filtering
and summarization for emergency management have been proposed and tested. However, e�ective real-time filtering
remains a challenge, especially at the onset of a new event before a training dataset can be created (Imran et al.,
2014a; 2015; Alam et al., 2018a). Instead of attempting to label or cluster individual social media posts, our
proposed approach focuses on user classification, which can generalize from event-to-event and can e�ectively filter
out irrelevant social media content when used by itself or as a first step in an information extraction pipeline.

This study reports on the development and comparison of multiple classifiers designed to identify Twitter user
account types for emergency social media monitoring. The original concept was developed by contributing author
(St. Denis, 2015) as part of prior research working with the Virtual Operational Support Team (VOST) community
starting in 2011 with a study of an early implementation of a VOST (St. Denis et al., 2012) and evolving through
participation in over twenty-five VOST activations and the experience gained from hundreds of hours of social
media monitoring support (St. Denis, 2015). VOST teams are trusted volunteers that assist emergency response
teams with tasks that can be performed remotely online and during emergency response. The contributing author
worked alongside members of the VOST community to identify and report response-relevant information back to
the disaster management teams on the ground. The most common task for VOST members is to monitor social
media streams for posts contributing to situational awareness or which require a direct response (St. Denis et al.,
2012; St. Denis, 2015).

In 2014, following the catastrophic Carlton Complex Wildfire, this contributor began experimenting with a user
labeling framework for emergency social media monitoring (St. Denis, 2015). This framework was e�ective at
identifying community-level information but only if it could be accomplished in near real-time with strong predictive
performance, suggesting that machine learning techniques could be an e�ective approach. The proposed labeling
framework narrows the results to only tweets from Twitter users contributing “personalized” content, where further
processing at the tweet level can refine these results. In our parallel study (St. Denis et al., 2020), we use tweets from
the 2018 Camp, Woolsey, and Hill Fires in California to compare how the tweet content of “Individual-Personalized”
users di�ers from more general “Redistribution” users. We show that the “Individual-Personalized” sample is much
richer in personal status and first-hand information sharing (30% versus 6%) as compared with the “Redistribution”
sample. This paper describes the development and statistical comparison of Twitter user classifiers, exploring both
unimodal and multimodal approaches. We present and compare the models we have developed so far and discuss
some future directions for technical development and applied cases.

RELATED WORK

Over the last decade, machine learning has played an increasingly important role as researchers and emergency
responders explore ways to manage the deluge of information generated during disaster and crisis events. Studies
have shown that the public shares valuable information on Twitter and other social media platforms during crises
(Sutton et al., 2008; Vieweg et al., 2010). However, emergency managers struggle to find the useful posts in a
stream of thousands or millions of tweets. Innovations such as the use of trained and trusted volunteers have been
used successfully for social media monitoring support (St. Denis et al., 2012), but these resources are limited. To
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help make the task easier, some researchers have developed automated information extraction methods for filtering
social media data, many of which focus on supervised classification and clustering of individual tweets (Marcus et
al., 2011; Starbird et al., 2012; Imran et al., 2013; 2014b). While many of these projects have yielded promising
results, deploying them in real-time during actual disaster events to benefit the emergency response team remains a
challenge due to the high specificity required for each disaster event and the di�culty of integrating social media
into formal response.

Crisis Informatics and Machine Learning

A variety of machine learning algorithms have been applied to social media data from natural hazard and crisis
events in order to filter, cluster, classify, and summarize the data. Prior work demonstrates the potential of machine
learning to convert social media data into actionable information. For example, new methods have been developed
for domain specific applications such as earthquake detection (Sakaki et al.,2010; Cameron et al., 2012) and
monitoring the outbreak and spread of disease (Imran and Castillo, 2014; Rudra et al., 2018). Other work has
explored using tweets to detect phases of disaster (Iyengar et al., 2011; Chowdhury et al., 2013) and to identify
sub-events within a larger disaster or social event (Marcus et al., 2011; Pohl et al., 2012; Chakrabarti and Punera,
2011). Researchers have tested a wide range of methods for extracting useful information from social media posts
and new techniques continue to emerge with classification schemes focusing on information source/identification of
eyewitnesses (Olteanu et al., 2015; Zahra et al., 2020), type of content contained in tweet (Alam et al., 2018b; Imran
et al., 2013; 2017; Olteanu et al., 2015), credibility (Halse et al., 2018), location in relation to disaster or other event
(Sakaki et al., 2010; Starbird et al., 2012), image filtering (Nguyen et al., 2017b), and assessing emotional content
(Caragea et al., 2014).
Recently, researchers have increasingly used deep learning to process emergency-related social media text and
multimedia data. When working with large data sets, word vector representations, trained on general and crisis-
specific data, have improved tweet-level classification of humanitarian categories (Imran et al., 2016; Nguyen et
al., 2017a; 2017b) and disaster relevancy (Alam et al., 2018b). Additionally, the rising popularity and application
of convolutional neural networks has led to several projects on classifying infrastructural damage severity from
disaster images (Alam et al., 2017; Alam et al., 2018d; Li et al., 2018) - with another application of convolutional
neural networks being post-disaster sentiment analysis of images (Dewan et al., 2017). Adversarial training has
been applied to generalize model performance between hydrometeorological disasters (typhoon, hurricane, and
flood) and earthquakes (Alam et al., 2018a; Li et al., 2019), and semi-supervised training has been used to better
utilize unlabeled data (Alam et al., 2018b) and train models that generalize to multiple types of disasters, including
floods and earthquakes (Alam et al., 2018a).
One of the biggest challenges for previous approaches lies in generalizing to new disasters. Content classifiers
tend to be highly event specific, as the locations, organizations, and occurrences mentioned in event-related tweets
provide insight into what types of information are being shared. This means that each new event must have its own
training dataset, but during the early hours and days of a disaster, it is extremely di�cult to find human resources to
label data. Various solutions have been proposed, including using online semi-supervised learning algorithms that
prioritize labeling the most useful training examples (Imran et al., 2014a; 2014b) and applying adversarial learning
for domain adaptation to new disaster events (Alam et al., 2018a). While these methods do provide improvements
over traditional fully-supervised learning, in practice, content-level classifiers often depend on valuable human
annotation time at the onset of each new disaster. By contrast, user-level classifiers are less dependent on the
specifics of a single emergency event, instead basing classification on event-agnostic user attributes.

Social Media User Classification

Research looking at Twitter users in disaster is limited and applications for emergency social media monitoring
is relatively unexplored. Di�erences in users’ profiles and behavior patterns can be used to di�erentiate between
organizational, organizationally a�liated, and organizationally una�liated accounts (Purohit et al., 2017). In
addition, crowd behavior combined with Twitter profile information can be used as a collaborative filter to identify
on-the-ground social media users during crises (Starbird et al., 2012). In other applications, machine learning has
been used to di�erentiate between Twitter user accounts with digitally versus human-generated content (Chu et al.,
2012; Uddin et al., 2014) and specific attributes of the account owner (Pennacchiotti and Popescu, 2011; Rao et al.,
2010).

Multimodal deep learning

Multimodal deep learning uses data of di�erent modalities or types, such as audiovisual data (Ngiam et al., 2011;
Atrey et al., 2010) or annotated images (Alam et al., 2018d; 2020; Alqhtani et al., 2015; Jomaa et al., 2016;

CoRe Paper – Social Media for Disaster Response and Resilience

Proceedings of the 17th ISCRAM Conference – Blacksburg, VA, USA May 2020

Amanda Lee Hughes, Fiona McNeill and Christopher Zobel, eds. 776



Diaz et al. Classifying Twitter Users for Disaster Response

Mouzannar et al., 2017). This is in contrast to unimodal approaches that use only one modality - such as imagery,
audio, or text. In multimodal learning, heterogeneous data fusion is the primary goal and challenge. Common
strategies include: (i) the extraction of generic or hand-crafted low-level feature vectors which are then concatenated
along a common axis (feature-level fusion) or (ii) the fitting of unimodal models whose fixed predictions are then
used as inputs to a decision model (decision-level fusion) (Atrey et al., 2010). The few applications of multimodal
deep learning within crisis informatics cluster around annotated image classification for infrastructural damage
(Alam et al., 2018d; Alam et al., 2020; Jomaa et al., 2016; Mouzanner et al., 2017) - while other tasks include
detecting informative posts (Alam et al., 2018b), detecting injuries or death (Mouzannar et al., 2017; Alam et al.,
2018c) classifying type of natural disaster (Mouzannar et al., 2017), detecting natural landscape damage (Jomaa et
al., 2016; Mouzannar et al., 2017), and disaster event detection (Alqhtani et al., 2015).

METHODS

Data identification

Our initial data set (2,458 Twitter users) was derived from Tweets collected across four wildfires in Eastern
Washington state during the 2014 and 2015 wildfire season. This data was collected as part of prior research (St.
Denis, 2015) and includes Tweets from the 2014 Carlton Complex Wildfire, and the 2015 Wolverine Fire, Chelan
Complex, and Kettle Complex wildfires. The initial coding and analysis of this data is discussed in the background
section of our analysis paper (St. Denis, 2020). An additional 2,260 Twitter users were derived from data collected
during the co-occurring 2018 Camp, Woolsey, and Hill Fires in California. Collection terms for the California Fires
are summarized in Table 1. We supplemented the data with an additional 1,210 “Emergency management” and
“Public Sector” accounts (discussed in Data labeling) by mining accounts “followed” by Twitter users active in the
social media in emergency management (#SMEM) community. This gave us a list of 5,930 Twitter usernames for
training, validation, and testing.

Data labeling

Our classifier generates two account predictions. The first, “account type”, predicts whether the account owner
appears to be an individual, organization, or automated feed (see Table 2). The second, “account role”, organizes
accounts by communication role or behavior in disaster (see Table 3).

We simultaneously assigned account type and role labels using information reported in the user profile and recent
tweet history. For example, identifying a news reporter would result in a combined classification of “Individual
– Media” and the local o�ce of emergency management would be classified as “Organization – Emergency
Management”. Additionally, an account was marked as “Personalized” if there were personal photos, personal
status updates, and expression of thoughts/opinions in their recent Tweet stream. If the recent stream was dominated
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by content from outside sources (e.g. media/political) without evidence of personal content, it was labeled as
“Redistribution”.

Data loss

Between data collection and feature calculation, 204 of the accounts had been deleted (=C1 = 5, 930, =C2 = 5, 726).
These accounts were removed from the training (=C2 = 4, 000), validation(=C2 = 861), and test sets (=C2 = 865); these
final sizes still aligned with a 70%-15%-15% split. See Table 4 for the distribution of labels within our data set.

Feature engineering and preprocessing

Once users were identified and labeled, we used the Twitter API to gather numerical, textual, and visual content
from the users’ profiles. This content captures both the user’s identity (e.g. name, account age, profile picture) and
behavior (last 200 tweets: original, retweeted, and quoted).

Text features

Formatting characters (e.g. “\n”, “\t”, “\r”) were removed from all text. URLs and punctuation marks were also
removed. Words were separated by capitalization such that “CamelCase” would become “Camel Case”. All
characters were converted to lower case, and stop words (e.g. “the”, “and”) were removed. We used seven text
fields as described in Table 5.

We use the users’ most recent 200 tweets because 200 is the maximum amount allowed by a single rate-restricted
request. Quoted tweets and retweets are distinctions made by the Twitter API; a quoted tweet displays the tweet one
interacts with as well as their commentary, while a retweet has no simultaneous commentary.

Numeric features

Numeric features are presented in Table 6 and belong to four categories: (1) features provided by the Twitter API, (2)
features derived from users’ behavior, (3) features derived from keyword indicators informed by expert knowledge,
and (4) features derived from a latent Dirichlet allocation (LDA) topic model fit on the users’ tweets (Blei et al.,
2003).

Our derived behavior descriptors consist of metrics describing temporal patterns of user activity. In addition
to simple metrics like average tweets per day, maximum tweets per hour, and average time between tweets, we
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Figure 1. Demonstration of topic model results. Higher brightness at a pixel value indicates greater topic confidence
for that tweet/row. An emergency management user (left) may be expected to consistently discuss few topics with
high confidence. Media users (right) could be expected to have a structured diversity of topics, while personalized
users (middle) are much more variable.

calculated two measures of temporal entropy to assess the level of irregularity in user activity patterns. For each
user, the time intervals between tweets were used to calculate approximate entropy (ApEn), a measure of time series
event regularity that was first developed for biomedical applications (Pincus et al., 1991) but has since been applied
to a wide variety of time series data (Pincus and Kalman, 2004; McKinley, 2011; Montesinos et al., 2018). In our
work, the entropy measure was used to capture the level of regularity and irregularity in the timing of tweets, which
might help di�erentiate between “Feedbased” (more regular) and “Individual” (more irregular) accounts. ApEn
was calculated using filtering levels r from 100-5000 (see Table 5).

Important keywords for distinguishing classes were identified during data labeling using expert knowledge and by a
data-driven two-step process defined by (1) binary classification of the classes through logistic regression via binary
unigrams and (2) examination of highly weighted words. Examples of these include: “firefighter”, “wildland”,
“paramedic”, “reporter”, “tv”, “fm” “journalist”, “maga”, “jobs”, and 69 more (78 total). We recorded binary
keyword occurrence in screen name and user name for each keyword and user.

We trained topic models on user tweets to derive features for the subsequent classifier. An LDA model was fit to
tweet text to discover 50 topics over 50 epochs, where each tweet from each user was considered an independent
document. Once the model had learned to convert binary unigrams into topic score vectors (where each index is a
topic and each value is the confidence of that topic), all tweets from a user were scored. Then, scores were averaged
across tweets to generate a mean topic score vector of length 50 - a topic centrality measure. This average topic
score vector was sparsified by retaining the top-10 values and setting the rest to zero to improve the computational
e�ciency of near-zero values. Then, we derived a measure of topic variability for each user. For each user, we used
the topic score vectors from = tweets (the set of vectors {t8}=8=1, where t8 is the topic vector for tweet 8 - visualized in
Figure 1) and the user’s average topic score vector ( t̄) to calculate topic variance across at most 200 tweets:

Var( t) =
min(=,200)’

8=1

50’
9=1

�
C8, 9 � C̄ 9

�2
,

This summarizes data from tweets 8 = 1, ...,min(=, 200), across topics 9 = 1, ..., 50.

Image features

Profile pictures were downloaded from URLs provided by the Twitter API. These URLs provide square images
with side-length of 48 pixels and in various file formats. For standardization, all images were converted to “jpg”
format - which was the most prevalent. If an image had 1 spectral band (grayscale), it was duplicated into 3 to
fit a standard RGB representation; similarly, if an image had 4 spectral bands, the final band (alpha/transparency
band) was ignored. Any unsuccessfully retrieved image was represented as a black background - all 0 values. Thus,
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Figure 2. Demonstration of profile pictures as used by our models. From left to right we demonstrate profile
pictures typical of “Personalized”, “Media”, “Emergency Management”, “Public Sector”, and “Redistribution”
users. In the three middle columns, the top row displays pictures typical of “Organization” users, while the bottom
row displays pictures typical of “Individual” users.

profile pictures were presented to the model as 48 ⇥ 48 ⇥ 3 pixel values - as displayed in Figure 2. While these are
objectively small, this is not unusual relative to popular computer vision data sets - see MNIST (LeCun et al., 1998)
which contains 28 ⇥ 28 ⇥ 1 and CIFAR-10 (Krizhevsky 2009) which contains 32 ⇥ 32 ⇥ 3 images.

Scaling

All input features were transformed to be between 0 and 1 using minimum and maximum values of their respective
variables. In other words, all pixel values were divided by 255, each numeric variable was scaled individually, and
each word vector dimension was scaled individually. The values required by these transformations were derived
from the training set and applied to the validation and testing sets.

Predictive model

Our primary user classification model was a multimodal neural network that integrated disparate user data, the
parameters of which were optimized using a single loss function. Each input data type had a corresponding model
component whose architecture was designed to take advantage of the structure of the input data. Each of these
model components represents a mapping from the input data to a feature vector which is then concatenated along a
shared axis and then mapped to a final prediction. The model components are as follows:

• Numeric features and binary unigrams:
– Fully-connected layer

• Character and word vector sequences:
– Long-short term memory (LSTM) layer

• Profile pictures:
– Convolutional and max-pooling layer (48 ⇥ 48 ⇥ 3 ! 24 ⇥ 24 ⇥ 16)
– Fully-connected layer

All of the above model components consisted of 1 parameterized layer with no intercept/bias terms. These layers
used a hyperbolic tangent (“tanh”) activation function. All outputs were a vector equal in dimension to the number
of classes - 3 for author type and 5 for author role.

Fusion: combining features from heterogeneous inputs

To fuse the di�erent modalities, hidden layer activation vectors from each input (described above) were concatenated
to obtain a vector of length 92, where 2 is the number of classes, and 9 represents the combination of 7 text inputs, 1
image input, and 1 numerical feature input. This concatenated feature vector was passed to another fully-connected
layer - with no bias term and a tanh activation function - to obtain an output vector of length 2 that contributes to the
final probabilities of each class.
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Figure 3. Multimodal model overview. Numbers within parentheses (e.g. “Bag of words / Unigrams (4)”) indicate
the number of unique modalities - each of which experiences the same transformation with separate parameters.
The dark red arrow has both separate parameters and an additional bias/intercept parameter.

Emphasizing important modality

A primary concern with black-box models, such as neural networks, is the inability to embed scientific and expert
knowledge. Particularly, it would be desirable to embed the known importance of specific modalities within a
multimodal model. In our early prototyping, we found binary unigram representations of users’ tweets to provide
the best predictions. To embed this, we directly add the hidden layer activation vector generated by this modality to
the hidden layer activation vector generated from the multimodal feature vector. As such, this approach is similar to
the notion of “shortcut connections” (He et al., 2016); however, our implementation di�ers by having separate
parameters for the shortcut and direct connections. Additionally, the direct connection applies an additional bias
parameter. Conceptually, this may act as a sort of attention mechanism (Bahdanau et al., 2014). Our multimodal
model can be visualized in Figure 3.

Implementation details

Hardware

Our data collection, preprocessing, and model fitting was conducted on Amazon Web Services (AWS) Elastic
Compute Cloud (EC2) instances, with various instance types: t2.xlarge, c5d.9xlarge, and p3.8xlarge. The p3.8xlarge
instance was used for training the multimodal neural network due to its four NVIDIA Tesla V100 GPUs with 64
gigabytes of GPU RAM. Likewise, the c5d.9xlarge instance was used for training the LDA model due its 36 vCPUs
with 72 gigabytes of RAM.

Training

Our multimodal model was trained for ten epochs with a minibatch size of 512 data instances which utilized >95%
of GPU compute and memory potential. We trained the model to minimize multi-class cross entropy loss using
the Adam optimizer (Kingma and Ba 2015). We stopped training if validation set loss did not decrease for three
consecutive epochs. For each model, we varied the !2 regularization penalty (“weight decay”) between 0.0001
and 1 by a factor of 10, choosing the final value based on best validation set accuracy. To combat class imbalance
during parameter optimization, minority classes were randomly sampled using a uniform distribution to occur as
frequently as the majority class.
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Baseline models

To determine if our highly multimodal approach outperformed simpler baseline models, we trained unimodal
models and a decision-level fusion model to compare results. Unimodal models were created by separating their
components from the larger structure of our primary model (see Predictive model). The decision-level fusion
approach was a logistic regression that used the unimodal outputs as inputs. Thus, these two e�orts required 10 loss
functions, 9 for each component and 1 for the fusion - with no joint learning from low-level features possible. These
models were trained in the same manner as the primary model; however, the decision-level fusion model required
many more epochs for reliable convergence (50 versus 10).

RESULTS

Fitting our models to this task was characterized by persistent overfitting, as displayed in Table 7. !2 regularization
was used as described in Training, but it was unable to match in-sample to out-of-sample performance. Nevertheless,
multiple models achieved greater than 86% validation set accuracy on the author type classification and greater
than 76% validation set accuracy on the author role classification. Of these models, our primary multimodal
model achieved the highest validation set accuracy in both tasks; however, this di�erence was not found to be
statistically significant (U = 0.05) via McNemar’s test, which is suggested for comparing classifiers which are too
computationally expensive to be executed 10 times (Dietterich, 1998).

Since the three top-performing models were found to be statistically similar, we chose the “Unimodal - tweets and
retweets” model as our final choice due to its simplicity. Using this model, the optimal !2 regularization penalty for
both classification tasks was 0.01. Given this information, we generated test set predictions and confusion matrices
to understand the distribution of correct and incorrect predictions - these are presented in Figure 4.

Additional classification metrics for the test set are presented in Table 8, these include accuracy, precision, recall,
F1-score, and supporting data count. Author type classification boasted higher accuracy and weighted class-specific
metrics than communication role classification. However, author role classification generally boasted higher
unweighted class-specific metrics (except for precision). This likely highlights the di�erence in the distribution and
amount of classes between the two tasks.

During training, all classes were sampled to occur at the same frequency; however, this could not prevent the
under-performance of the minority “Feedbased” author type.

DISCUSSION

Modeling approach

Multimodal approach

The two most popular multimodal approaches are decision-level (Figure 5) and feature-level fusion (Figure 6) -
see Multimodal deep learning section. Our proposed model is an alternative strategy which uses neural network
layers to learn feature vectors and which optimizes these low-level features and their ultimate decision through a
single loss function. Our proposed model outperformed decision-level fusion on both classification tasks; however,
the two results were found to be statistically similar.

Due to time constraints, our existing results do not evaluate our proposed model’s ability to emphasize important
modalities; however, we suggest that it or other attention mechanisms be explored in future multimodal approaches.
Particularly, our model attempts to emphasize our important modality by doubling its number of parameters
and by allowing it to more directly a�ect the final prediction - making that modality more “front and center” to
backpropogation algorithms.
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Figure 4. Confusion matrices for unimodal (“Unimodal - tweets and retweets”) user classification on the test set
data for author type (left) and role (right). The values within each row sum to 1, representing the distribution of
labels predicted for a given true label type.

Unimodality

A key finding was that our intricate multimodal approach produced results that were statistically similar to a
unimodal model acting on tweets and retweets. These tweets and retweets were represented as binary unigrams
and acted on by a model similar to logistic regression - the nonlinear function we used was the hyperbolic tangent
rather than the traditional sigmoid function. While results may vary with a larger data set (that may be easier to
regularize), this suggests that real-time user classification may su�ciently be done with very simple methods that
require less data storage and less computing power.

Technical opportunities

Our text features were preprocessed by a wide range of data representations: unigrams (tweet level), word
embeddings (tweet level), and character embeddings (word level). This was determined by early prototyping results;
however, given a larger data set, it is desirable to move away from unigrams and towards word embeddings (a
more robust textual representation) - perhaps disaster-specific word embeddings (Imran et al., 2016). Additionally,
Figure 1 illustrates the value of using learned LDA topics as input features. At the user level, those results are well
represented in a 2D image format and, in subsequent work, could be used as input to a convolutional neural network.

From the time of user identification and labeling to the time of feature collection, some user accounts no longer
existed (n = 204, p = 3%). This emphasizes a need for raw data management that accounts for deletable data that
the researcher(s) may be more entirely interested in later. This would be particularly important if the missingness
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Figure 5. Decision-level fusion approach to multimodal user classification. The “Barrier in di�erentiability” bar
indicates the inability of this approach’s final predictions to learn across preprocessed data and low-level features
of di�erent modalities because the “Fixed Predictions” are learned by optimizing independent loss functions.

resulting from account deletion is informative (e.g. accounts that are involved in disasters in some specific way are
more or less likely to be deleted).

Next Steps

The ability to hone in on content contributed by individuals and deploying these models in real time would allow this
information to be used by emergency responders and those a�ected by a disaster to mount more e�ective responses.
The current version of the classifier is an important first step in understanding how to approach a content-rich
stream of information because the classifier and related tools can now be refined across events in collaboration with
potential end-users.

From a research perspective, sifting through the noise and identifying content across events enables us to see how
di�erent social and physical characteristics of a hazard shape societal response. This gives us the potential to
understand how community response to a disaster event happens in the digital age. As we begin to automate data
collection across large fires and other hazards, this knowledge could then, in turn, be used to inform the design and
development of tools. Both of these are important gaps in current knowledge.

Now that the account classifier accurately identifies individual-personalized accounts (approximately 90% of
the time), there is an opportunity to build our current solution and begin to refine our ability to distinguish
content at the tweet level, filtering out noise such as known sources of information or tweets that contain purely
reactive/emotion-based content. There is also the opportunity to utilize specialized data sets (Imran et al., 2016) to
help us identify critical content.

We are working on a prototype to collect, pre-process and run tweets through the classifier in near real-time so that
we can evaluate potential application for emergency response. The goal would be to trial this with non-critical
personnel in support of an incident response either using a virtual operational support team (VOST) or similar
model (Hughes and Tapia, 2015; St. Denis et al., 2012). This will allow us to both evaluate the e�ectiveness of the
filtered content sooner, while potentially providing valuable information to an emergency response team. At the
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Figure 6. Feature-level fusion approach to multimodal user classification. The “Barrier in Di�erentiability” bars
indicate this approach’s inability to learn multimodal low-level features because low-level features are produced by
generic methods (e.g. color histograms, texture) which are not optimized for the task at hand.

same time, we can capture valuable information from emergency responders about the data that can be used to
refine the classifier across these trials. All trials so far have been on wildfires, but we believe the classifier would be
beneficial for use in other hazards as well, with the potential to incorporate existing hazard-generalizing methods
(Alam et al., 2018a; Li et al., 2019).

CONCLUSION

In summary, we proposed a neural network that utilized data of many di�erent modalities (image, text, and numbers)
to classify Twitter users of di�erent author types and roles. Our multimodal approach does not require the manual
extraction of feature vectors prior to optimization (i.e. di�ers feature-level fusion) and it is optimized with only
one loss function (i.e. di�ers from decision-level fusion). Our model demonstrated promising results for crisis
response; however, these results were found to be statistically similar to a unimodal approach acting on a user’s
tweets and retweets. Thus, we provide evidence that binary unigrams and a simple model - one fully connected
layer with a tanh activation function - can accurately classify Twitter users for crisis response. This is beneficial for
the emergency response community because it requires less data storage and less computational power. E�cient
real-time Twitter user classification could be a powerful filtering tool for emergency management teams during
natural disasters, either used by itself or in combination with techniques for extracting response-relevant content at
the tweet level.
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