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ABSTRACT

Peaks in a time series of social media posts can be used to identify events. Using peaks in the number of posts and
keyword bursts has become the go-to method for event detection from social media. However, those methods suffer
from the random peaks in posts attributed to the regular daily use of social media. This paper proposes a novel
approach to remedy that problem by introducing a semantic decay filter (SDF). The filter’s role is to eliminate the
random peaks and preserve the peak related to an event. The filter combines two relevant features, namely the
number of posts and the decay in the number of similar tweets in an event-related peak. We tested the filter on three
different data sets corresponding to three events: the STEM school shooting, London bridge attacks, and Virginia
beach attacks. We show that, for all the events, the filter can eliminate random peaks and preserve the event-related
peaks.
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INTRODUCTION

The past few years have shown a rise in the use of various micro-blogging services like Twitter for people to share
information (Atefeh and Khreich 2015). In Twitter, individuals, organizations, and governments spread and collect
information to obtain an accurate and complete picture of significant happenings in the world. It is, therefore, no
surprise that many researchers use tweets to detect and gather information about several events (Atefeh and Khreich
2015).

An event is a real-world one-time occurrence usually defined based on specific spatial and temporal properties
(Atefeh and Khreich 2015). Some types of events that have been studied in the literature include natural disasters
(e.g., earthquakes, floods, fires and typhoons), sports events, infectious diseases outbreaks, traffic incidents, riots,
terrorist acts, weather updates, conferences, exhibitions, and festivals. An event is a rare occurrence that will
change the normal tweeting behavior. By observing these patterns and looking at changes in the tweeting behavior,
information about events can be obtained. Finding information about an event allows local authorities to take timely
response to deal with the event and inform the public.

The purpose of this paper is to differentiate patterns specific to an event from those of routine tweeting behavior
thereby allowing a way to find the time of an event. Discriminating event signature and patterns from standard
tweeting patterns is not straight forward. Previous researchers have approximated standard tweeting patterns by
using different distributions, and deviations from this distribution were used to discriminate an event pattern. For
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Figure 1. SDF as a function of time for the London bridge attacks: The SDF function reaches a peak (a value
above 0) during the period of the peak containing event-related tweets (22h40)

example, the work in (Sakaki et al. 2010) used exponential distribution to approximate the tweeting pattern in a
time series of tweets. Another work showed that peaks in a time series of hash count and topic count of tweets can
be used to discriminate event patterns from standard patterns (Comito et al. 2017). However, such methods are
unable to identify new events and using a distribution to identify tweeting pattern is not very accurate. Furthermore,
these methods ignore retweets which can play an important role in identifying an event within a time window.

We use peaks to identify an event. The rise in the number of tweets after an event is attributed to people discussing
an event to express their opinions or inform others. Consequently, the position of the peak could be used as an
indicator that an event has occurred and can be used to find the time and location of an event. However, a problem
with using peaks to differentiate event-related behavior from standard tweeting behavior is how to determine which
peak corresponds to an event. A time series of tweets could have multiple peaks due to routine tweeting behavior.
For example, there could be more tweets in the day than in the night as people are more active in the day, which
would manifest as a peak. Therefore, it becomes necessary to find a method to find the peak that can identify an
event.

For this purpose, we propose a similarity-based method to accurately determine if a peak in time series of tweets
corresponds to an event or is just part of routine tweeting behavior. We hypothesize that if an event occurs, the
number of similar tweets in the peak following the event would be higher than other peaks occurring due to standard
tweeting behavior. We propose a string metric that measures the similarity between tweets and gives a higher value
for two that are more similar. Further, we introduce a similarity threshold: Two tweets that have a similarity measure
higher than the threshold are considered similar. The proportional decrease in the number of similar tweets in a
specific peak as the similarity threshold increases is referred to as decay. We use that decay as a part of a function
we call Semantic Decay Filter ((��) to detect which peak corresponds to an event. Therefore, the function (��
would have a peak around the same time as an event-related peak. Figure 1 gives an example of such a function,
assuming that the event-related peak occurs around 23h00. We empirically test (�� on three different twitter data
sets related to the STEM school shooting, London bride attacks, and Virginia beach attacks.

In summary, our goals in this paper are as follows:

Formulation and Algorithm: We propose finding a methodology to discriminate patterns generated due to events
from patterns related to standard tweeting behavior. We assume occurrence of peaks as manifestation of an event.
However, to determine the peak corresponding to an event we propose a novel approach of using similarity analysis
of the texts within the tweets.

Accuracy: Based on our experiments, we are accurately able to find peaks very close to an event at different
granularities.

Our proposed models can be applied to other micro-blogging systems and domains that have both time-series data
as well as be used to identify location of an event.

LITERATURE REVIEW

Event detection

Event detection looks at how to detect and analyze situations, such as a crises, using twitter data when an event
occurs. An important aspect of event detection is to identify patterns by looking at the behavioral change that occurs
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whenever an event takes place. For example (Wen and Lin 2016) looks at different ways people may respond to a
terrorist attack and their behavior during the recovery process. They use the Paris 2015 attack to verify the different
hypotheses. The behavioral change of the people is manifested through various ways in tweets, and this information
can be used to detect events. We consider the occurrence of a peak as the behavioral change when an event occurs.

There are many works found in the literature that look at event detection through tweets. A list of surveys of
techniques focusing on event detection in Twitter can be found in (Steiger et al. 2015), (Atefeh and Khreich 2015),
(Cordeiro and Gama 2016), (Garg and Kumar 2016), (Imran et al. 2015), (Ajao et al. 2015), (Hasan et al. 2018),
(Ozdikis, Oğuztüzün, et al. 2017) and (Zheng et al. 2018). Each of these surveys focuses on a specific aspect
of event detection. Steiger et al. (Steiger et al. 2015) categorize papers according to their academic discipline,
application, and methods and classify existing research into event detection, location inference, and social network
analysis. Atefeh et al. (Atefeh and Khreich 2015) event detection techniques are classified based on the type of
event, detection method, and detection task. Events are categorized as specified or unspecific detection methods as
supervised and unsupervised and detection tasks as new event detection or retrospective event detection. They
identify sparseness in tweets and vocabulary as a major challenge in detecting new events. The survey in (Cordeiro
and Gama 2016) and (Garg and Kumar 2016) provided an overview of event detection techniques in social media.
Imran et al. (Imran et al. 2015) surveyed event detection techniques based on their role in emergencies and disaster
management.

Most of the detection methods focus on the content of the tweets and use classification or clustering to detect events.
They improve detection by applying some form of modification in the text analysis part. For example, data fusion
has been discussed in (Alqhtani et al. 2015) to improve event detection. However, they implement data fusion
by combining text and images to improve accuracy. Another example is the work in (Weng and B.-S. Lee 2011)
that used text mining for event detection by grouping a set of words with similar burst patterns and then applying
wavelet transform and (Alsaedi et al. 2017) again used text analysis by focusing more on large-scale events. Another
collection of works that combine text analysis and clustering but not mentioned in the above surveys include (Li
et al. 2012), (Alsaedi et al. 2017), and (Doulamis et al. 2016).

Some works combined spatial and temporal aspects of tweets with different levels of scales for event detection.
For example, Abdelhaq et al. (Abdelhaq et al. 2013) divide the region of interest into grids, and then keywords
are extracted based on their temporal and geospatial properties and are then clustered. A cluster is defined as a
localized event if its keywords have a high burstiness degree. The Eyewitness(Krumm and Horvitz 2015) algorithm
looks through a corpus of geotagged tweets over localized regions in space and time for unusual spikes in tweet
counts. They discretize with a hierarchical triangular mesh and time as periods of lengths, which means there
can be different spatial and temporal resolutions. An event is defined as a peak above a baseline tweet count,
which is obtained through regression. The event is located within a triangle and time window. However, during
pre-processing, they removed retweets and repeat tweets, which we believe plays a significant role in event detection
and used the texts of the tweets within the peak to identify the events. The real-time version of (Krumm and Horvitz
2015) was implemented in (Comito et al. 2017) but they mostly focused on hashtags. The work in (R. Lee and
Sumiya 2010) presented a geo-social event detection method focusing on the geographical regularities of local
crowd behaviors to detect events. However, they had a fixed time window, and their geographic grids are created
based on a clustering-based space partition method.

There is one work found in the literature that used similarity analysis in finding the time and location of an event.
Dong et al. (Dong et al. 2015) a stream of tweets is taken at different spatial and temporal resolutions, similar words
are extracted to create a time series and a wavelet-based method is applied to measure the similarity of the time
series. Then different clusters are created that correspond to events of different temporal and spatial resolutions.
The work in (Quezada et al. 2015) identifies different levels of news coverage and its relationship with countries
looking at different spatial resolutions. Shao et al. (Shao et al. 2017) also looks at finding the location and time
of an event as well as predicting its occurrence using graphs. However, they require keywords to locate an event,
which means unknown events whose keywords are not known may not be detected.

Sakaki et al.(Sakaki et al. 2010) used the spatial-temporal information from tweets to find the epicenter of an
earthquake and trajectory of typhoons. First, semantic analysis of the texts in the tweets is done to extract the relevant
tweets. The authors assume that tweets follow an exponential distribution with time. The spatial information about
the event is estimated using Kalman filters and particle filters. Kalman filters and particle filters have also been used
for data fusion in sensors, e.g., in multisensor target tracking (Hall and Llinas 1997). Another work estimated the
event’s location by assigning probabilities using Dempster–Shafer (DS) theory to find an event’s possible locations
based on geotags, texts in tweets, and user profile (Ozdikis, Oguztuzun, et al. 2013),(Ozdikis, Oğuztüzün, et al.
2016). However, they only considered two levels of granularity and require coordinates and names for assigning
probabilities. This paper was extended to include fine-grained event localization in (Shahraki et al. 2019).
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The previous research has not focused too much on identifying unknown events or events whose prior information
is not known. Topic analysis and hashtags may not be effective in case of unknown events. Similarity analysis
has been used but only cosine similarity. In the next section we do reveal that our proposed similarity method is
much more accurate than cosine similarity. Furthermore, we can extend our method along the spatial domain too by
finding the similarity in the contents of the tweets distributed along the spatial domain.

String metrics

An important part of our approach proposed in the introduction is the string metric that computes the similarly
between tweets. A string metric or string distance function, defines a distance between every element of a set of
strings �.Over the years, several attempts at defining an all-encompassing string metric have been carried out. The
most well-known of these is the edit distance (Levenshtein distance) (Levenshtein 1966). It counts the minimum
number of operations (deletion, insertion and substitution of a character) required to transform one string into
another. It also assigns a cost to each operation. The edit distance is called a simple edit distance when all operations
have the same cost and a general edit distance when operations have different costs. The edit distance has four
notable variants: Longest common subsequence (LCS) (Bakkelund 2009), the Hamming distance (Hamming 1950),
the Damerau-Levenshtein Distances (Damerau 1964), and the episode distance.

The the q-gram distance is based on counting the number of occurrences of common q-grams (strings of length
@ ∈ N) in each string, the strings having a closer distance the more q-grams they have in common (Ukkonen
1992). The N-gram distance is an extension of the edit and LCS distance to consider the deletions, insertions,
and substitutions of N-grams. The use of N-grams enabled a certain number of new statistical methods for string
metrics originating from the field of samples and sets. The use of N-gram introduces the notion of statistical string
metrics, which are metrics that measure the statistical properties of the compared strings like for example, the
Sorensen-Dice coefficient and the Jaccard Index (Sørensen 1948)(Dice 1945),

Machine learning techniques have also been used to learn an embedding of words capturing the similarity between
them. As example, a method called local linear embedding computes a low-dimensional, neighborhood-preserving
embedding of high dimensional input. The method is applied to generate a two-dimensional embedding of words
that preserves their semantics(Roweis and Saul 2000).

Furthermore, feedforward neural networks have been used to generate a distributed vector representation of
words(Bengio et al. 2003). By predicting the next word giving the previous words in the context, the neural
network learns a vector representation of the words in its hidden layer (Mikolov et al. 2013). Another word vector
representation variant learns for each word a low dimensional linear projection of the one-hot encoding of a word
by incorporating the projection in the energy function of a restricted Boltzmann machine(Dahl et al. 2012)(Hinton
and Salakhutdinov 2009). Finally, GloVe learns a log-bi-linear model that combines the advantages of global
matrix factorization and local context window to produce a vector representation of word based on the word count
(Pennington et al. 2014).

Traditional similarity methods only look at the intrinsic properties of words. Word embedding methods, on the
other hand, do not take into account a second constraint, namely that non-standard spellings of a word should also
have similar vector representations. In the methodology section, we introduce the similarity measure that we will
use in this work, which balances between both constraints.

SIGNIFICANT PEAK DETECTION

Figure 2 show a time series of number of tweets for the three considered event. We can observe that the occurrence
of an event (red vertical line in Figure 2) is followed by a peak as there is a large change in the number of tweets
along the temporal dimension around. We define a peak as a local maximum. We also consider a point as a peak if
it is greater than = points before it and smaller or equal to = points after it. For simplicity we consider only adjacent
points, i.e. = = 1.

If there is a sequence of numbers of tweets varying with time or space, the position of the peaks can determine the
time or location of the event. However, not all the peaks are indicative of an event. Some peaks could also be due
to routine Twitter behavior and are part of a standard recurring Twitter pattern. These peaks can be removed by
passing the tweet count through a low pass filter. The low pass filter should remove any minor variations and large
peaks would be kept. We refer to such peaks as "significant peaks". However, a significant peak is not necessary an
event related peak. As Figure 2 shows, multiple significant peaks are present after different filter thresholds are
applied. Ideally all significant peaks should be caused by events. However, that is not always the case. For the
London bridge attack for example, peaks occurring before the event are bigger than the peaks that could be caused
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Figure 2. Effect of Filter Threshold

by the events. Therefore, low pass filter may not be ideal to identify peaks cause by events. The significant peaks
that are due to events are called event-related peaks. Event-related peaks can be used to identify the time (and or
location) of an event. Differentiating event-related peaks from significant peaks can be complicated and we propose
using a similarity based analysis to identify event-related peaks.

METHODOLOGY

Similarity methodology

As low pass filters are in some cases unable to find event-related peaks due to the random peak problem, the objective
of our methodology is to propose a filter that can remedy that problem. We hypothesise that the event-related peaks
would have a lot of similar tweets as users will refer more about an event in their tweets. To achieve this goal, we
define a semantic decay filter (�� based on a string similarity measure.

For the similarity measure we use the function � (Lazreg et al. 2019) that maps words into real vector space R= in
such a way that the distance between two similar words (i.e., non-standard spellings of the same word, or words
used in the same context) will be the shortest distance between the corresponding mapping in the real vector space.
� obeys two constraints. The first constraint is that the distance in real vector space between the mapping of a word
and its non-standard versions must be shorter than the distance between that word and non-standard versions of
other words. The second constraint is that the distance in real vector space between the mapping of words with
similar meanings must be shorter than the distance between words with dissimilar meanings.

To implement the first constraint, we use a denoising autoencoder. A denoising autoencoder is a neural network
that takes as input a vector with added noise and tries to reconstruct the original vector. By doing so, it capture
features and patterns in the vectors. If we consider the non-standard version of a word to be the noisy input of
the autoencoder than the latest will be able to capture pattern of relation between the non-standard and standard
versions of the same word in its hidden layer. For the second constraint we use a neural network that predicts a word
in sentence given its surrounding words (context). The word embeddings are considered to be the a weight matrix
in the first layer of the neural network. The embedding are learned to maximizes the log-likelihood of predicting the
correct words which will assure they contain patterns about the relationship of the word and its context. We call this
part a context encoder. Figure 3 shows the overall architecture of the neural network. The combination of both the
denoising autoencoder and the context encoder yield the function �.

The function � is most useful in the context of Twitter data because of the number of non-standard spelling and
spelling mistakes in the platform.

Semantic decay filter

Let )1 and )2 be two tweets composed of words [C11 , ..., C
<
1 ], and [C

1
2 , ..., C

:
2 ] respectively, and � be a similarity

measure in R=. The similarity between two tweets is the distance between the average of the embedding of the
words in both tweets:

(8<8;0A8CH()1, )2) = � (
<∑
8=1

� (C81),
:∑
8=1

� (C82)). (1)

CoRe Paper – AI Systems for Crisis and Risks
Proceedings of the 17th ISCRAM Conference – Blacksburg, VA, USA May 2020

Amanda Lee Hughes, Fiona McNeill and Christopher Zobel, eds. 18



Lazreg et al. Semantic Decay Filter for Event Detection

A U
u

Lookup

F(at-s-1 )

Autoencoder

H
idden layer

Y

Output layer

...
F(at )

Figure 3. Overall architecture of the autoencoder in combination with the context encoder to find the similarity
between the words. In this figure, � is a vocabulary, 08 ∈ �, D is an initialization faction: � −→ R=, * is a real
numbers matrix, and H is softmax activation

We choose � to be the cosine similarity which makes (8<8;0A8CH()1, )2) ∈ [−1, 1]. A similarity of 1 will mean
that both tweets are completely identical. If we set a threshold 0 ∈ [−1, 1] and we consider )1 and )2 to be similar
only if (8<8;0A8CH()1, )2) > 0, then the number of tweets that are similar to )1 will decrease as 0 approaches 1. Let
� = 00, ..., 0" be a series of number in [0, 1] where:

00 = 0
∀8 < 8; 08 < 0 9

0" = 1.

Our hypothesis is that the tweets in an event-related peak will share a common topic and similarities as compared to
tweets in a random peak. If )1 is an event-related tweet in an event-related peak, the decay in the number of tweets
similar to )1 as 0: ∈ � approaches one will be lower than in the case )1 is not event-related. Thus, the aggregated
decay in similarity over all the tweets in an event-related peak will be slower than in a non-event-related peak.

Let # :
C be the aggregated number of similar tweets is a set of tweets )C = {)1, )2, ..., )=} posted during a time

window C for a threshold 0: . # :
C is given by the following equation:

# :
C =

=∑
8=1

=∑
9=1

1(8<8;0A8C H ()8 ,)9 )>0:
. (2)

Where:

1(8<8;0A8C H ()8 ,)9 )>0:
=

{
1 if (8<8;0A8CH()8 , )9 ) > 0:
0 otherwise

The decay _:C is then calculated using the following equation:

_:C =
1

0: − 00
log

# :
C

#0
C

. (3)
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Table 1. Summary of Real Data

Event Name Event Date and
Time

Event Location
(latitude, longi-
tude)

Reference Name Data Collection
Location (lati-
tude, longitude)

London
Bridge
Attacks

06-03-2017
2216 hrs

51.508056,
-0.087778

LON (Location
0)

51.508056,
-0.085717

LON (Location
30)

51.50605,
-0.080155

STEM School
Shootings

05-07-2019
1353 hrs

39.556,
-104.9979

STEM (Location
1)

39.58482,
-104.99790

STEM (Location
2)

39.58096,
-104.97928

STEM (Location
3)

39.55599,
-104.96067

Virginia Beach
Shootings

05-31-2019 1644
hrs

36.7509, -
76.0575

VIRG 36.77974,
-76.05750

Equation 3 is an exponential decay function used in many areas. Most notably in physics to calculate the radioactive
decay by just replacing 0: with the time and # :

C with the number of atoms. We used that analogy as source of
inspiration for Equation 3.

A special case can occur in which, during the time window C, the number of posted tweets is low. Nevertheless,
those tweets are similar or identical. In this case, will observe a low decay corresponding to depression in the
number of tweets. Thus, using the decay alone as an indicator is not sufficient. Our indicator is a linear combination
of the normalized decay and the normalized number of tweets |)C | in a specific time window:

(��C = U#>A<( |)C |) + V#>A<(_:C ) (4)

where #>A< is a normalization function, U, and V are real numbers.

RESULTS AND DISCUSSION

Data

The raw tweets were collected directly from the Twitter API using the ’TwitteR’ package in R(Gentry n.d.). The
data set with their details are summarized in Table 1. The table shows the event name, the coordinates of the event
and the time at which the event occurred. The reference name refers to the name used for the data sets in the
experiments. The tweets were collected at different distances from the actual coordinate of the event. The "Data
Collection Location/Distance" column gives the coordinate at which the tweets were collected and the distance
from the event location. The tweets are aggregated into specific time windows. Figure 2 shows the plots of the data
set. The different time windows are representation of the number of tweets at different granularity. By different
granularity, we mean aggregating tweets at different time windows. Within these time windows, we find event
patterns and identify the pattern corresponding to an event.

Similarity decay

The first objective of this section is to verify the first hypothesis enounced in the methodology section; namely to
confirm if the decay in the aggregated number of similarities (Equation 3) in an event-related peak is lower than
the decay in non-event peaks. To do so, we compare such decay on three different events described in the data
subsection. We collected tweets form three different locations for the STEM school shooting, one location for the
Virginia shooting, and two locations for the London attacks. At each location, we compare the decay obtained on
the cluster of tweets shared in the 11 hours before the event and the 11 hours following the event for the STEM
school shooting, in the 16 hours before the event and the 16 hours following the event for the Virginia shooting, and
in the 11 hours before the event and the 11 hours following the event for the London attacks. The duration over
which we made the measurements was predicated by the duration of the event peak i.e., the time frames correspond
to the length of the event-related peaks.

Figures 4 to 7 show the aggregated number of similar tweets (Equation 2) for each event at each location for a
similarity threshold 0: going from 0 to 0.9. The aggregated number of similar tweets was normalized to values

CoRe Paper – AI Systems for Crisis and Risks
Proceedings of the 17th ISCRAM Conference – Blacksburg, VA, USA May 2020

Amanda Lee Hughes, Fiona McNeill and Christopher Zobel, eds. 20



Lazreg et al. Semantic Decay Filter for Event Detection

0

0,01

0,02

0,03

0,04

0,05

0,06

0,07

0,08

0,09

0,3 0,4 0,5 0,6 0,7 0,8 0,9

Agg
rag

ate
d nu

mb
er o

f sim
ilar 

twe
ets

Threshold

Tweets' set during the 11
hours preceding the event

Tweets' set during the 11
hours fllowing the event

Figure 4. Normalized aggregated number of similar tweets as a function of the threshold for STEM school shooting
in location 0

0

0,005

0,01

0,015

0,02

0,025

0,3 0,4 0,5 0,6 0,7 0,8

Ag
gre

gat
ed 

num
ber

 of
 sim

ilar
 tw

eet
s

Threshold

Tweets' set during the 11
hours preceding the event

Tweets' set during the 11
hours following the event
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between 0 and 1 for the sake of presentability and comparability. For example, at the first location in the STEM
school shooting (Figure 4), the number of aggregated similar tweets went down before the event from 1558 for a
threshold of 0 to 0 for a threshold of 0.9. After the event, it went down for 33656 for a threshold of 0 to 226 for a
threshold of 0.9. During the Virginia shooting, the number of aggregated similar tweets went down before the event
from 338028 for a threshold of 0 to 8 for a threshold of 0.9. After the event, it went down for 993755 for a threshold
of 0 to 1437 for a threshold of 0.9. On average, the number of aggregated similar tweets at the 0.9 threshold is at
23.66 before the event, and at 478.75 after the event. This result indicated that the number of nearly identical tweets
is 20 fold higher in an event-related peak.

Table 2 compares the decay (Equation 3) in the number of aggregated similar tweets as the threshold increases pre
and post-event (The decay of the curves in Figures 4 to 7). As the table shows, for all the data we tested, the decay
is, for all but one location in the London attacks, lower during event-related peaks. On average, the decay is 3.02 for
event-related peaks and 4,99 pre-event, which represents a 1.65 fold decrease. This result confirms our hypotheses.

Figures 8 to 10 divide the time over which the data collection was made into windows C of lenght 1 hours (Figure 10
and 9), and 5 hours (Figure 8). We choose those windows for each dataset based on the limitation of the required
minimum number of tweets (no less than 2) present in each time window. The figures show the number of tweets

Table 2. Decay in number of similarity

Data _ pre-event _ post-event
STEM school shooting location 1 8.45 1.97
STEM school shooting location 2 3.01 1.37
STEM school shooting location 3 5.74 4.26

London bridge attacks 0 3.91 3.21
London bridge attacks 30 4.20 4.83

Virginia shooting 4.63 2.52
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Figure 6. Normalized aggregated number of similar tweets as a function of the threshold for Virginia attacks
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Figure 7. Normalized aggregated number of similar tweets as a function of the threshold for London attacks in
location 3

(blue line) together with the decay (Equation 3) in the number of similar tweets (orange line) in each time window.
The figures show a depression of the decay coinciding with an event-related peak. It is important to note that this
depression in the decay does not occur around other peaks in the number of tweets outside the event-related peak.
However, the figures show regular depressions in the decay occur every day in the early morning (between 5 and 7
am). This depression coincides with a low traffic time on Twitter at which a minimum amount of tweets is shared in
the areas of data collection (less than ten tweets). Upon examination of those tweets, we noticed that the majority
are automated and identical weather reports, thus the low decay. We mentioned the drawback of only using the
decay as a filter at the end of the methodology section which led us to define the function (��.

Figures 1, 11, and 12 show the function (�� as a function of time for the considered event. For all figures, we
chose the parameters U = 1 and V = −1 in Equation 4. Those parameters grantee that (�� peaks around the
event-related peak. As the Figures show, (�� reaches a value higher than zero only around the event-related peak
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Figure 9. Decay as a function of time for the Virginia attacks
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Figure 10. Decay as a function of time for the London bridge attack

for all the events and thus can be viewed as an indicator. Table 3 compares the real-time of the event with the time
at which the significant peaks occur (see significant peak detection section) and (�� peaks. Note that, since we
use a 5 hour time window for the STEM school shooting, for example, the time of the peaks is the end of the time
window (2h03 for the STEM school shooting). However, the tweets were taken between 21h33 and 2h03. The Table
also shows, in the case of the London bridge attack where the event-related peak is submerged by other peak, if we
follow the significant peak approach, the event-related peak would be located 12h after the event. However, the
(�� can accurately detect the cluster of tweets related to the event, and peaks 36 minutes after the event.

CONCLUSION

This paper proposes to solve the randomly occurring peak-problem in analytics of social media posts. This problem
affects event detection methods from social media based on peak detection. We defined a semantic decay filter to
identify event-related peaks. The filter was tested on data sets from three different events at different granularities:
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Figure 12. SDF as a function of time for the Virginia attacks

Table 3. Event time according to the significant peak and the peak in SDF

Event Event time Significant peak time SDF peak time Difference between peaks
STEM school shooting 13h53 2h03 2h03 0h00
London bridge attacks 22h06 19h40 22h40 21h00
Virginia shooting 16h04 23h31 23h31 0h00

the STEM school shooting, London bride attacks, and Virginia beach attacks. Despite the small sample size of
the number of events, the filter showed remarkable performance in detecting the event-related peaks depicting
emergency events. In the future we wish to test the semantic decay filter on other different data sets and different
time series data to identify patterns that could identify an event and perform a statistical meta-analysis of the
obtained results. We also propose to extend the SDF to identify the location of an event at different granularities.
Finally, we believe that semantic analysis can also be done to find the type and location of an event. Out future work
also involves extending our work to other domains.
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