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ABSTRACT

Social Media monitoring has become a major issue in crisis and emergencies management. Indeed, social media
may ease the sharing of information between citizens and Public Safety Organizations, but it also enables the rapid
spreading of inaccurate information. As information is now provided and shared by anyone to anyone, information
credibility is a major issue. We propose an approach to detect rumor in social media. This paper describes our work
on semantic graph based information fusion, enhanced with uncertainty management capabilities. The uncertainty
management capability enables managing the different level of credibility of actors of an emergency (different
PSO officers and citizens). Functions for information synthesis, conflicting information detection and information
evaluation were developed and test during experimentation campaigns. The synthesis and conflicting information
detection functionalities are very welcome by end-users. However, the uncertainty management is a combinatorial
approach which remains a limitation for use with large amount of information.
Keywords
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INTRODUCTION

Emergencies and crisis throughout the World prompted new attention to the role new mobile technologies and
social media platforms play in such situations. This role takes action from the situation assessment phase, with new
sources of information about the ongoing (potentially remote) situation, to the dispatch of response efforts. As
information is now provided by anyone, information credibility is a major issue. People may spread inadequate,
incomplete or inaccurate information. As the propagation of rumors is speed up and widened, emergency and crisis
response officers (PSO - Public Safety Organizations) must take this new issue into account.
In this paper, we propose an approach for rumor detection within a social media monitoring context. Figure 1
depicts the four steps of the overall process described hereafter.
Event Report Typing. In a first step, short messages are received and processed in order to identify the semantic
type of the event they relate. Each short message is transformed into a unitary typed event report.
Event Report Fusion. Within the second step, the compatible unitary reports are fused into a bigger and richer
fused event report. The compatibility is assessed thanks to domain dependent heuristics and similarity
measures called “strategies”
Conflict Detection. Intimately linked to the previous step, the conflict detection among event reports triggers alerts
when some typed event report is not compatible with any previously processed event. This means that a new
event has been reported. This new event may either be a rumor or a real event.
Information Evaluation. When a new event is detected, it is evaluated in order to verify its credibility. This
enables supporting PSO in the detection of potential rumors. PSO will then manage these rumors within the
crisis development.
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Figure 1. Overall rumor detection process

The first section of this paper presents related work. We then describe the theoretical approach for semantic fusion.
The different steps of the rumor detection process rely on this theoretical approach. Each step is implemented, based
on part of the theory. The third section details how this theoretical approach is used for rumor detection in social
media. After that, we describe some experimentations of our system in which end-users tested the usefulness and
usability of the functions. We finally conclude and present directions for future work.
RELATED WORK

The detection of rumors on social media shows an increasing interest in the research community. (Seo et al. 2012)
present an approach for the identification of the source of a rumor on Twitter. This approach is then extended so to
determine whether information is a rumor or not. The underlying idea is that rumors have few sources while real
information is emitted by numerous sources. Therefore, when suspicious information is detected, one search for its
sources which enables the categorization of the information either as a rumor or as a real information. This work
differs from our objectives in the way that in our Social Media monitoring support issue within crisis management,
the PSO actors want to detect and stifle the rumors rapidly, before it can be spread out. Therefore, we cannot wait
for the information to be propagated on the social media, but must act as soon as it appears.
In (Sun et al. 2013), the authors detect events in the micro-blogs by detecting keywords and event verbs. These
keywords and verbs are collected a priori in an event based verbs dataset.
The rumors detected in (Sun et al. 2013) are of a very particular type. They are so called text-picture unmatched
rumors. In other words, they detect micro-blogs were the images illustrating an information are not really related to
this information. The images either related to older information or are built.
The work described in (Takako Hashimoto 2011) is very close to our work as it aims at detecting a rumor as soon
as it is first mentioned on the social media. Micro-blogs are analyzed in order to build a network of information
containing all the information contained in the different micro-blogs. Whenever the structure of this network has
a very big change, the authors suspect that a rumor has been spread. The information causing the big structural
change is verified with so called “certified” information sources.
SEMANTIC INFORMATION FUSION
Graph based Information Representation

Graph based representations appear to be naturally well adapted to soft data. Our approach relies on the use of
bipartite graphs, more specifically a subset of the conceptual graphs ((Sowa 1984), (Chein and Mugnier 2008)) to
represent soft data and knowledge. The conceptual graphs formalism is a model that encompasses a basic ontology
(called vocabulary), graph structures and operations on the graphs. The vocabulary defines the different types of
concepts and relations that exist in the modeled application domain, while the graphs provide a representation of the
observations which are provided by the information sources.
Basic conceptual graphs are bipartite graphs containing concept and relation nodes. Figure 2 gives an example of
a conceptual graph. The rectangular boxes represent concept nodes and the ovals represent relation nodes.
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Figure 2. Example of a conceptual graph

The term concept is used to refer to a concept node. The concepts represent the “things” or entities that exist. A
concept is labeled with two components: the conceptual type and the individual marker.
The conceptual type defines the category to which the entity belongs. For instance, in Figure 2 the concept
[Country:Philippines] is an instance of the category Country, i.e., its conceptual type is Country.
The individual marker relates a concept to a specific object of the world. The object represented by [Country:Philippines]
has the name (or value) Philippines. The individual markers may also be undefined. An undefined or generic
individual marker is either blank or noted with a star *, if the individual object referred to is unknown.
The term relation is used to refer to a relation node. The relation nodes of a conceptual graph indicate the relations
that hold between the different entities of the situation that is represented. Each relation node is labeled with a
relation type that points out the kind of relation that is represented.
The notion of vocabulary was defined in (Chein and Mugnier 2008). The concept types and the conceptual relation
types, which are used to label the concept and relation nodes, are organized in hierarchies.
Formally, we denote the set of concept types as TC , the set of relation types as TR and the set of individual markers
that are used to labeled the concept nodes as markers, which defines a vocabulary V = (TC , TR, markers). A basic
conceptual graph G is then defined by a 4-uple G = (CG, RG, EG, lG ), where
• (CG, RG, EG ) is a finite undirected and bipartite multigraph. CG is the set of concept nodes. RG is the set of
relation nodes, and EG is the set of edges.
• lG is a naming function of the nodes and edges of the graph G which satisfies:
1. A concept node c is labeled with a pair lG (c) = (t ype(c), mar ker(c)), where t ype(c) ∈ TC and
mar ker(c) ∈ markers ∪ {*}.

2. A relation node r is labeled by lG (r) ∈ TR . lG (r) is also called the type of r.
Specialization and generalization of graphs

A specialization/generalization relationship is defined on the graphs. These relationships are used for the query
function. The aim of the query is indeed to find all the sub graphs of the information graph that are specializations
of the query graph. Therefore, the query is expressed as a generic graph.
Relationships between conceptual types

Given the hierarchical nature of the vocabulary, a partial order holds among the set of conceptual types TC ,
interpreted as a relation of specialization: t1 ≤ t2 means that t1 is a specialization of t2 , that is to say that any
instance of the class denoted by t1 is also an instance of the class denoted by t2 .
Relationships between concepts

Given the order on TC , we can also partially order the concepts that are defined on TC × {markers ∪ {*}}, by a
specialization relation as follows. Let c1 = [T1 : m1 ] and c2 = [T2 : m2 ] be two concept nodes, we define:

T1 ≤ T2
(1)
c1 ≤ c2 iff
m2 = * or sim(m1, m2 ) ≥ thres
where sim is a similarity function and thres a user-defined threshold. According to the different applications,
sim(m1, m2 ) and thres may be defines empirically, after a statistical study or heuristically. In the present work, they
are defined heuristically.
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Relationships between graphs

We also define a specialization relation between graphs. This relation is denoted by v (in order to avoid confusion
with the specialization relation ≤ between concepts). Let A and B be two basic conceptual graphs. CA and R A
denote the set of concepts and relations of the graph A, defined over the vocabulary V. Denoting as P AB the set of
graph isomorphisms between A and B, we have:

A v B ⇔ ∃ p ∈ P AB,













p : CA, R A → CB, R B
c A, r A 7→ cB, rB
∀ c A ∈ CA, c A ≤ cB
∀ r A ∈ R A, r A = rB

Semantic Information Fusion

We previously developed a framework based on graph structures, graph algorithm and similarity measures for
semantic information fusion (InSyTo Laudy 2011). The InSyTo fusion framework encompasses a generic graph
based fusion algorithm associated with fusion strategies. The InSyTo Synthesis fusion algorithm relies on subgraph
isomorphism and maximum subgraph isomorphism algorithms. The idea is to find the largest subgraph of a first
graph that cannot be distinguished from a subgraph of second graph. Maximal subgraph matching is used in order
to determine where to add information in an information graph, and which parts of two information graphs are
redundant and should thus be fused rather than be repeated twice in the graph resulting from the fusion.
The graph matching component takes care of the overall structures of the initial and fused observations. It is in
charge of the structural consistency of the fused information, regarding the structures of the initial observations,
within the fusion process.
The fusion strategy part is made of similarity, compatibility and fusion functions over elements of the graphs to be
fused (see equation 1 for instance). They enable the customization of the generic fusion algorithm according to the
context in which it is used.
Uncertain Information Fusion

In (Fossier et al. 2013), we introduced the management of uncertainty in the information fusion function. The
approach is inspired by (Pichon et al. 2012) and based on the extension of the belief function theory (Shafer 1976;
Smets and Kennes 1994). The extension enables using the theory within high level information fusion.
In this section, ⊗ denotes a fusion operator for the fusion of reliable observations about an event, as defined in the
preceding section.
Let M be the knowledge model associated to a particular event of interest. Suppose we receive an observation
A v M about this event. Similarly as in (Smets 1993; Pichon et al. 2012), reliability in the present work means
the following: if this observation can be assumed to be reliable, then our knowledge about the event becomes A,
and if this observation is assumed to be not reliable, then it is not useful and must be discarded, which amounts to
knowing nothing about the event. Note that in our approach, knowing nothing and knowing M about the event of
interest are considered equivalent.
This classical view of the notion of reliability can be extended to the situation where we receive two observations A
and B, as follows. There are four elementary cases to consider with respect to the reliability of these observations:
1. If they are both not reliable, then we discard both of them and we only know M about the event;
2. If observation A is reliable and observation B is not reliable, then we discard observation B and our knowledge
about the event is A;
3. If observation A is not reliable and observation B is reliable, then we discard observation A and our knowledge
about the event is B;
4. If they are both reliable, then we know A ⊗ B about the event.
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The reasoning described in the previous paragraph can be formalized as follows. Let H A = {h A, ¬h A } be the
assumption space on the reliability of observation A, where h A (respectively ¬h A) denotes that observation A is
reliable (respectively unreliable). Similarly, let HB = {hB, ¬hB } be the assumption space on the reliability of
observation B. The set of possible elementary assumptions on the reliability of these two observations is denoted
by H A×B and defined by H A×B = H A × HB = {(h A, hB ), (h A, ¬hB ), (¬h A, hB ), (¬h A, ¬hB )}. We can define a
mapping Γ A, B from H A×B to Π ∗ (M), which assigns to each elementary hypothesis h ∈ H A×B , the result of the
fusion of the two observations A and B. Γ A, B (h) indicates how to interpret these observations in each of their
configuration h ∈ H A×B . We have:
Γ A, B (h A, hB )
Γ A, B (h A, ¬hB )
Γ A, B (¬h A, hB )
Γ A, B (¬h A, ¬hB )

= A ⊗ B;
= A;
= B;
= M.

The difficulty is that in general we have uncertain knowledge about the reliability of the observations. We consider
in this paper that this uncertainty is represented by a probability distribution prob H A×B defined on space H A×B .
Following (Pichon et al. 2012), this uncertainty is transferred through Γ A, B onto space Π ∗ (M) in the form of a
∗
probability distribution probΠ (M) defined on Π ∗ (M) by:
Õ
∗
probΠ (M) (C) =
prob H A×B (h), ∀C ∈ Π ∗ (M).
h:Γ A, B (h)=C
∗

In this context, probΠ (M) (C) is the probability that our knowledge about the event of interest be in the form
of conceptual graph C v M. In short, it is the probability of knowing C. For instance, we may assume that
observations A and B have independent probabilities q A and qB , respectively, of being reliable, in which case we
obtain:
∗

probΠ (M) (A ⊗ B)
∗
probΠ (M) (A)
∗
probΠ (M) (B)
∗
probΠ (M) (M)

= q A · qB ;
= q A · (1 − qB );
= (1 − q A) · qB ;
= (1 − q A) · (1 − qB ).

The extension of this approach to the case of more than two partially reliable observations does not raise any
theoretical issue. One should be only be aware that the order in which observations are handled may matter
depending on whether ⊗ is associative.
∗

The belief function theory is extended as follows. Let probΠ (M) represent our uncertain knowledge about an event
of interest. It may for instance be the result of the merging of several partially reliable observations according to the
scheme above.
∗

It is insightful to remark that probΠ (M) is quite close formally to a mass function (Shafer 1976; Smets and Kennes
1994), since a mass function on a finite set Ω is formally a probability distribution on the power set of Ω. Indeed,
this comparison can be used to define some concepts inspired from belief function theory, in the present knowledge
representation framework, which deals with uncertain and soft knowledge. In particular, we may define the degree
of support (or degree of certainty) Sup(A) of a conceptual graph A v M as:
Õ
∗
Sup(A) =
probΠ (M) (B).
B v A, B,

This definition is directly inspired from the definition of the belief function associated to a mass function (Shafer
1976; Smets and Kennes 1994). Its introduction is motivated by the fact that in some problems, such as the one of
finding clues of the veracity of an hypothesis, we may only be interested in a given graph A v M and in particular
by how much the knowledge derived from the available observations supports this graph.
RUMOR DETECTION

In this paragraph, we describe the four core functions on which our rumor detection approach relies. The core
functions rely on the use of the above described semantic graph fusion approach (Laudy 2015).
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Table 1. Event type keywords

Event types
Accident
Crash
PlaneEvent
TerroristAttack
TrainEvent
Fire

Keywords
accident, crash, onnettomuus
crash
plane, airport
terrorist, hostage, attack
train
fire, palokunta

Event Typing

In order to detect rumors a soon as possible, our approach relies on the deep analysis of the tweets spread during
and related to a crisis situation. The first step of this deep analysis is to type the event descriptions (i.e. the tweets),
according to the type of event they describe. The possible event types are defined in a domain ontology. In our
further examples, we use the type hierarchy depicted in Figure 3.

Figure 3. Example of (event) type hierarchy

To type the events, as in the approach presented in [SunEtAl], we use a data set of types event keywords. This
data set is a table associating keywords to one or more event types (see Table 1 for an example). As keywords are
detected in a tweet, all possible event types are selected. The type finally associated to the event is the most general
common subtype, according to the domain ontology.
For example, the following tweet will be typed as follows :
• Sentence: Policemen told us rocks on the rails caused the crash of the freighted train
• Potential event types : [TrainEvent, Accident]
• Selected event type : TrainAccident

Event Fusion

The unitary event fusion step aims at reducing the amount of information an operator has to monitor, by fusing into
a single event report, all the information items contained in several tweet messages reporting the same event. This
fusion is realized following the semantic information fusion approach described previously.
The tweets related to the same crisis situation are processed through the InSyTo fusion framework, so to provide the
end users (PSOs) with a synthetic and non-redundant description of the situation. This synthetic description is used
to provide information to the other levels of command in the crisis management center.
As explained before, the event descriptions are fused by giving the most precise description that contains all the
elements of the initial tweets. In particular, the type of the fused event description is the most generic common
subtype of all the initial events. As a matter of example, lets consider the following tweets.
• T1: “Policemen told us rocks on the rails caused the crash of the freighted train.”
• T2: “Terrible smell near the train.”
• T3: “RT Policemen told us rocks on the rails caused the crash of the freighted train.”
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Table 2. Example of unitary typed event reports

Event type
TrainAccident
TrainEvent
TrainAccident

Content
Policemen told us rocks on the rails caused the crash of the freighted train.
Terrible smell near the train.
RT Policemen told us rocks on the rails caused the crash of the freighted train.

They will be typed into the unitary event reports as shown in table 2. The fusion of all unitary reports, given a
strategy that concatenates text messages if they are different, will produce the following fused event report :
• TrainAccident : "Policemen told us rocks on the rails caused the crash of the freighted train. Terrible smell
near the train"
It is to note that given that tweets encompass meta-data such as authors names, dates of publication and localization,
the fusion strategy may be ‘smarter” and take these meta-data into account in order to obtain better results.
Conflicting reports detection

The potential rumorous tweets are detected thanks to their semantic analysis and using the above mentioned typing
and fusion approaches. Whenever no common subtype can be found for a set of events, the fusion process results in
several descriptions of several incompatible events. In such cases, an alarm for potential rumorous tweets is raised.
As a matter of example, let us consider the following tweets, collected in a crisis situation.
• T1: “Policemen told us rocks on the rails caused the crash of the freighted train.”
• T2: “Terrible smell near the crashed train: it contained ammonium.”
• T3: “They say the train drivers have been killed by a chemical terrorist attack!”
T1 will generate an event of type TrainAccident, T2 of type TrainEvent and T3 of type TerroristAttack. As it can
be seen on Figure 2, T1 and T2 may be fused in order to generate an event of type TrainAccident, which is not
compatible with the type of third event. Thus, incompatible reports are detected and we raise an alarm for potential
rumorous activity. The PSO are able to check it and act so to avoid the rumor to spread widely.
Hypothesis Evaluation

A potential rumor is detected, PSO have to verify the veracity of the informations in order to check whether an
emerging event is a rumor or a real emergency. As stated before, the evaluation of the reliability of the messages
received by the PSO is important. The reliability will depend on the source of information, and the credibility
granted to this source. However, when aggregating and fusing information coming for different sources, one must
still monitor the reliability of the overall fused information.
Hypothesis evaluation enables the evaluation of the degree of certainty one may grant an event, given all the
information available on this event. The testimonies and descriptions are scored according to the degree of
confidence the PSO have in this information. It is either done manually according to PSO expertise of the types of
events, types of testimonies and source of the testimony or information. Or the evaluation may be supported by
tools.
Hypothesis evaluation is the query for degree of certainty that a specific situation or event is on-going. When
the PSO want to evaluate the level of certainty that an event occurred or is on-going, they query the available
information items on this event. Given the degree of certainty associated with each information item, a global
evaluation of the veracity of the event is processed.
The approach used for hypothesis query, is the uncertain information fusion approach described above.
WiPe Paper – Social Media Studies
Proceedings of the 14th ISCRAM Conference – Albi, France, May 2017
Tina Comes, Frédérick Bénaben, Chihab Hanachi, Matthieu Lauras, Aurélie Montarnal, eds.

629

Claire Laudy

Rumors detection on Social Media during Crisis Management

EXPERIMENTATIONS

The work presented here was applied within two European funded projects the iSAR+ project iSAR+ Project 2012
and the SOTERIA project SOTERIA Project 2014. Several experimentations were performed. The evaluations of
our work were conducted in two phases:

• Within iSAR+ project, we tested the detection of reports of events of a new type during the proceedings of a
crisis.
• During the SOTERIA project, we coupled the possibility of evaluating the hypothesis that a new event is
verified or is only a rumor.

iSAR+ Experimentations

iSAR+ project gathered together 16 partners from 8 European countries. One of the objective was to develop a
platform dedicated to ease communication between citizens and PSO during crisis. Several experimentations were
conducted during the project. Detailed information about these experiments can be found in iSAR+ document
D7.731 (see iSAR+ Project 2012).
Among others, the second experimentation took place in France, in near to real conditions. The scenario took place
in a big train station and included several emergency events: an unattended luggage found and the start of a fire in
technical premises near to the metro. The citizens were played by Red Cross volunteers and students. Their role
was to broadcast information on social network and behave as asked by authorities through social media platforms
and other communication means.
Numerous tweets were sent notifying the abandoned luggage and bringing attention to a potential terrorist attack.
An alarm was triggered and information sent to citizens on their smart-phones. The luggage owner was found and
the rumor blocked through information of actual situation to the citizens.
In the second part of the scenario, numerous citizens reported the smoke, thus the PSO were advised of the situation
both from regular calls to the 112 and through their twitter account. Instructions were given to citizens by PSO in
order to evacuate the metro station. The fusion function enabled to gather tweets and re-tweets about the event and
provide the PSO with a single event report, made of an aggregation of all the initial tweets.
The experiment was a success and tools were assessed as useful and easy to use. We collected feedback from
several PSO, among others the followings.
• A colonel for Gendarmerie (78 department) assessed his interest for “intelligent tool able to qualify information
collected on social networks”.
• A PSO from SDI 78 assessed his interest for social networks, but states that “the information should be
qualified and reliable”.

SOTERIA Experimentations

The SOTERIA project took place as the continuation of iSAR+. The hypothesis evaluation function described
before was tested during the last experimentation of the SOTERIA project. The experimentation was held in
Portugal, and officers from Guarda Nacional Republicana (GNR) tested the tools. The scenario of the use case
comprised an earthquake resulting in building collapsing, chemical and biological contamination of population and
road accident close to the river.
As numerous events occurred in the same area, the information fusion and conflicting report detection capabilities
were very welcome by PSO officers. Thanks to hypothesis evaluation, they could also distinguish between new
event reports about an actual emergency or ongoing rescue operation (reported both by PSO and citizens with lower
level of trust) and rumors of terrorist attacks when GNR drones flew over the experimentation zone.
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Hypothesis evaluation limitations

The hypothesis evaluation capability has been acknowledge as being critical for the use of social media based
information within crisis and emergency management. However, the information evaluation function relies on an
extension of the belief function theory. The extension enables using the theory within high level information fusion.
The belief function theory relies on the comparison of the entire possible hypothesis regarding the reliability of a
proposition. These hypotheses are generated by combining all the observations and their level of reliability. Within
the Soteria platform, this means that we combine a set of reports that are provided to OZONO, taking into account
the reliability of the source that provided the report. For instance a report sent by a PSO will be more reliable that a
report sent by a citizen. As we can see, the approach itself, by nature is highly combinatorial. This comes out as a
very time consuming process, with regards to the number of reports that are considered. Therefore, the current state
of the service does not enable to process a sufficient amount of information in order to be useful within emergency
context, where a lot of messages may be sent to PSO by citizens that are experiencing the emergency.
CONCLUSION AND FUTURE WORK

In this paper, we propose an approach for conflicting information and rumor detection on social media platforms.
The aim is to support PSO officer in their monitoring of information spread on social media.
We first described the semantic information fusion approach on which we rely. It is based on the use of semantic
graph structures for information representation, and graph matching algorithms for information fusion. Uncertainty
management capabilities were added to the graph fusion algorithms, in order to provide means to evaluate the
credibility one may grant an hypothesis, based on the credibility of the different testimonies verifying and refuting
this hypothesis.
We then explained how semantic information fusion was used in the aim of detecting conflicting information reports
as well as evaluating the risk that an information is rumorous.
Finally, as the developed functions were deployed and tested during campaigns of experimentations, we assessed
the usefulness of such capabilities for crisis and emergency management support tools dedicated to PSOs. We also
witnessed to limitation of our approach for evaluating large amounts of uncertain information.
Future research work will focus on this last point. Previous work on the parallelization of graph based information
fusion were achieved using the Hadoop framework (Laudy et al. 2014). Adapting the uncertainty management
approach to parallel computation is one of the direction we will focus on.
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