
Hawe et al STORMI 

 

Proceedings of the 9th International ISCRAM Conference – Vancouver, Canada, April 2012 
L. Rothkrantz, J. Ristvej and Z. Franco, eds. 

 1 

STORMI: An Agent-Based Simulation Environment 
for Evaluating Responses to Major Incidents in the UK 

Glenn I. Hawe, Duncan T. Wilson, Graham Coates and Roger S. Crouch  

School of Engineering and Computing Sciences, Durham University, Durham, UK DH1 3LE 

{g.i.hawe, d.t.wilson, graham.coates, r.s.crouch}@durham.ac.uk 

ABSTRACT 

This paper describes work-in-progress regarding STORMI, an agent-based simulation environment for 

evaluating the response by the emergency services to hypothetical major incidents in the UK. At present, 

STORMI consists of two main components: a Scenario Designer and a Simulator. The Scenario Designer 

enables the setting up of a hypothetical multi-site mass casualty incident anywhere in the UK, along with the 

resources which may be considered for responding to it. This provides input to the Simulator, which through its 

Multiple Program Multiple Data architecture, models the agents and their environment at a higher level of detail 

inside incident sites than it does outside, thus focusing attention on the areas of most interest. Furthermore, the 
multiple programs of the Simulator execute concurrently, thus targeting multi-core processors.  
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INTRODUCTION 

The UK Cabinet Office (Cabinet Office, 2012) identifies the simulation of emergency scenarios (“exercises”) as 
an important part of emergency preparedness for three main reasons: (1) to validate new plans; (2) to test 

existing plans; and (3) to train staff, by getting them accustomed to their roles in the plans. It also identifies 

three main types of exercise: (1) discussion-based; (2) table-top; and (3) live. However a fourth type, in-silico 

simulation, is also gaining recognition. Agent-based simulation (Hawe et al, 2013) is particularly popular, due in 

part to its ability to provide a natural description of such situations (Bonabeau, 2002). 

This paper describes work-in-progress regarding an agent-based simulation (ABS) environment for:                

(1) testing existing plans, as specified in documents such as generic major incident plans (LESLP, 2007) and                                                         

(2) validating new plans, which are proposed by a separate decision support program (Wilson et al, 2011).                      

Dubbed STORMI (Simulation of the Tactical and Operational Response to Major Incidents), it is an extension 

of earlier work described in (Hawe et al, 2011). Both STORMI and the decision support program are part of the 

REScUE project (Coates et al, 2011), which aims to identify how best to respond to major incidents in the UK.  

Part of STORMI's novelty lies in how it represents the agents and their environment. Whilst “users naturally 

favour high resolution, high fidelity models because of the realism they offer” (Campbell et al, 1997), a more 

economical approach is to model real-world entities “at a level of detail and resolution necessary to address the 

questions the model is required to answer” (Roberts, 2010). To this end, STORMI uses different representations 

for the agents and their environment, depending upon proximity to the incident sites.  

Existing ABSs tend to model responders either at a crew/vehicle level, as in RoboCup Rescue (Skinner and 

Ramchurn, 2010), or at the human individual level, as in SimGenis (Bellamine Ben-Saoud et al, 2006). 

However there is growing recognition that it is not necessary to restrict oneself to a single representation for 

agents. For example, Navarro et al. (2011) propose “the use of multiple agent models at different resolutions” in 

urban simulations. Similarly, Soyez et al. (2011) attempt to “lighten the representation of agents and their life-

cycles” by identifying “agent characteristics (state variables, available actions and decision processes, etc.) 

that can be modified at run-time”. Following this philosophy, STORMI makes use of both human and vehicle 
level representations, reserving the human individual level to the incident sites, where most decision making and 

actions occur. Outside the incident sites, humans are aggregated into the vehicles they are travelling in, as the 

only action which needs to be modelled is that of movement. 

With regards to the agents' environment, the most appropriate representation depends partly on the type of 

emergency being simulated. For example, EpiSimS (Del Valle et al, 2006) simulates the response to human pan-

demics, which involves no physical damage to the environment. As such, only the transport network is used to 

represent the environment. However, RoboCup Rescue (Skinner and Ramchurn, 2010) simulates the response to 
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earthquakes, which cause much physical destruction. As such, the environment in RoboCup Rescue uses topo-

graphical information such as building geometries, as well as road network information. Indeed, the level of 

detail at which the topography is represented in RoboCup Rescue was found to have an effect on simulation 

results (Sato and Takahashi, 2011), e.g. at higher levels of resolution, gaps between the smaller buildings pre-

vented fire from spreading. As with the agents, restricting oneself to a single representation everywhere is not 

necessary: e.g. in the context of military simulations, which use triangulated irregular networks (TIN) to model 
terrain, Campbell et al. (1997) suggest the use of different representations within a single model: “by identifying 

tactically significant (and insignificant) terrain, we can more effectively manage the TIN budget by suggesting 

areas of terrain that should be modelled at high and low fidelity”. This is the philosophy behind STORMI: 

detailed topographical information about the environment is used only where needed, i.e. at the incident sites. 

STORMI: SIMULATION OF THE TACTICAL AND OPERATIONAL RESPONSE TO MAJOR INCIDENTS 

At present, STORMI has two main components: 

1. The Scenario Designer, which allows the user to set up hypothetical major incidents in the UK, and specify   

    the resources available for their response. 

2. The Simulator, which simulates the response to the scenario set up in the Scenario Designer. It has a Multiple   

    Program Multiple Data (MPMD) (Hager and Wellein, 2010) architecture, consisting of: 

     (a) Multiple instances of an Incident Site Simulator program (one per incident site). This simulates the 

          activity at each incident site at a high level of detail. 

     (b) One instance of a Global Simulator, which simulates the movement of resources outside of the incident   

          sites. This uses a lower level of detail than the Incident Site Simulators. 
     (c) One instance of a Control Centre Simulator, which simulates decisions made in the Emergency Operat-  

          ions Centre, regarding the deployment of resources based on calls received about the incident. 

The Scenario Designer and Simulator target the first two steps involved in performing a “what-if” analysis, 

namely scenarios specification, and multi-agent geosimulation (Haddad and Moulin, 2010). A Response 

Analyzer, which is planned as future work, will target the third step, causal analysis. 

Scenario Designer 

The purpose of the Scenario Designer is to set up (1) a hypothetical major incident, and (2) the resources which 

are available to respond to it. This information is saved to a set of XML files, which then serves as input to each 

of the programs which make up the Simulator.  

Specification of the Major Incident 

The major incidents set up in STORMI are modelled as multi-site, mass casualty incidents. The London 

bombings in July 2005 is an example of such an incident (four incident sites, involving > 700 casualties). Users 

may set up as many incident sites as they wish. Practically however, as each will be simulated by its own 

instance of the Incident Site Simulator, and as each of these instances may run concurrently (depending on the 

timings of the incidents), it is advisable to restrict the number of incident sites to a maximum of nc-2, where nc is 
the number of cores on the machine which will be running the Simulator (one core should be reserved for each 

of the Global Simulator and Control Centre Simulator as well, hence the minus 2). 

Five pieces of information are required for initializing an incident site:  
(1) A descriptive name for the site.  

(2) The time of occurrence for the incident at the site. This allows the Simulator to launch each Incident Site 

Simulator at the appropriate time.  

(3) The bounding box for the site. Set to capture all on-site activity by responders, i.e. as far as the outer cordon.  

(4) A vector GIS file specifying the topography of the site. A GML file from the Ordnance Survey MasterMap 

(OSMM) topography layer (OS MasterMap, 2012) which covers the area defined by the bounding box, is 

currently used. Additional information regarding building entrances may be set up manually by the user. 

(5) A vector GIS file specifying the road network for the site. A GML file from the OSMM Integrated Transport 

Network layer (OS MasterMap, 2012) which covers the area defined by the bounding box, is currently used. 

Once an incident site has been initialized, the incident there needs to be defined. Incidents are defined in terms 

of the initial casualty distribution. Each casualty has three sets of attributes: 

(1) Spatial attributes. The (x,y) location of the casualty.  
(2) Injury-related attributes. The values which are recorded by a paramedic on a triage card, namely blood pres- 

ure, respiratory rate, and the three components of the Glasgow Coma Score (Gabbe et al, 2003).   
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(3) Host factors. Attributes which influence the rate of change of injury-related attributes, currently age and gender. 

Specification of the Resources 

Outside of the incident sites, the main activity which needs to be simulated is the movement of resources to and 

from the incident sites. This is done in the Global Simulator program, and requires a road network spanning an 

area large enough to cover the journey of the resources from their initial positions, to the incident sites. Once 

this network is specified, the user must select nodes on it which represent resource bases (currently hospitals, 

ambulance stations, fire stations and police stations). At each resource base, the number of each type of resource 

vehicle (associated with that type of base) based there must be set. In addition, each resource vehicle must be 

initialized, with a crew of responder agents, at a particular location. Finally, although only the road network is 
used in the Global Simulator, for visualization purposes this network is superimposed onto raster GIS files for 

the region. These files are also set in the Scenario Designer; currently OS StreetView is used. 

Simulator 

The Simulator comprises Incident Site Simulators, a Global Simulator and a Control Centre Simulator. These 

programs execute concurrently, thus targeting multi-core processors, and communicate using local sockets 

(specifically, named pipes on Windows, and local domain sockets on Unix), as shown in Figure 1 (a). Each 

program is a GUI application, which is reparented as a dockable widget in a single application window, shown 

in Figure 1 (b), thus giving the appearance that the Simulator is a single program. 
 

 

(a)                                                                                        (b)                                       .                          

Figure 1.  (a) Architecture and (b) screenshot of the STORMI Simulator 

Incident Site Simulator 

The Incident Site Simulator simulates the activity at an incident site at a high level of detail. One Incident Site 

Simulator is launched for each individual incident site (at the time associated with the incident); in Figure 1 (b), 

the Incident Site Simulators are docked in the top right region. 

Finite state machines have been selected for modelling how responder agents behave at an incident site. 
Although simpler than many other agent architectures, we found it corresponds well to behaviours defined in 

major incident plans (LESLP, 2007). For example, in the fire service, operational level agents do what they are 

instructed to do. “Free-lancing” (acting without authority) is prohibited, and in general a fire-fighter will only 

deviate from what they have been instructed to do if it is too dangerous to continue. Even “assigned free-

lancing” (Coleman, 2008), changing from one task to another of seemingly much higher priority, requires the 

fire-fighter to communicate to their crew commander their change in actions, and await confirmation. This has 

been confirmed in our discussions with practitioners involved in this project. Consequently, the behaviour of 

fire-fighter agents does not need to be very complex: they do what they are instructed to, and continue doing it 

until the task is finished or it becomes too dangerous to continue. Finite state machines are well suited to 

modelling such behaviour. Similarly, in the ambulance service, paramedics follow instructions on “action cards” 

during a major incident. This again leads to well-defined behaviour, which is well suited to being captured by 
finite state machines. To implement the finite state machines, we adopted an approach similar to that in 
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(Buckland, 2005). In particular, we use steering behaviours to model any movements caused by being in a 

particular state, or by changing state. For responder agents to make full use of their repertoire of actions, 

sufficient perceptual information needs to be available, hence the use of the OS MasterMap topography layer 

(OS MasterMap, 2012), one of the most detailed GIS sources for the UK, to construct the virtual environment. 

Agents can perceive this environment, including other agents in it.  At each time-step perceptual information is 

queried to see if it causes a state-change. For example, when a fire-fighter is in the SearchForCasualties state, 

if an unconscious, untrapped casualty enters its field of vision, the fire-fighter changes state to LiftCasualty 

(the enter method of LiftCasualty sets the target of the steering behaviour to be the unconscious casualty). The 

states in the finite state machines of the responder agents have been chosen to correspond to those in the major 

incident plans (LESLP, 2007) and action cards (GWAS, 2010 pp. 22-66). For example: police service agents set 

up cordons at appropriate locations, fire service vehicles park as close to the scene as is safe to do so, and 

paramedics set up a casualty clearing station outside the inner cordon to triage casualties. The development of 

these finite state machines is still ongoing; meetings with practitioners are planned for their validation.  

Casualties are also simulated in the Incident Site Simulators. Each casualty has injury attributes as well as an age 

and gender (host factors), and a position. Casualties with a Glasgow Coma Score (Gabbe et al, 2003) less than 

13 are unconscious; the remainder are either “walking wounded” or unhurt. If conscious and untrapped, a cas-

ualty initially enters the state EscapeToSafety. When at a safe distance from the incident, some casualties call 

the emergency services. These calls, which contain information based on the caller's perception of the incident, 
are sent to the Control Centre Simulator, which then deploys resources to the incident site. Each deployed 

resource (modelled as an individual vehicle) travels within the Global Simulator, until it enters the bounding 

box associated with the incident site they are travelling to. Then the Global Simulator passes information about 

the resource to the Incident Site Simulator, where it is then initialized. The resource then continues towards the 

incident location, until it enters a Parked state, at which point individual responder agents are initialized. 

Global Simulator 

The Global Simulator simulates all emergency response activity outside the incident sites, including at the 

resource bases. The environment is modelled as a road network, but displayed as a raster GIS image (shown 

docked in the top left region in Figure 1 (b)). Individual human responders are aggregated into vehicle agents. 

When deployed to an incident site, these vehicle agents travel along the road network towards the site. Upon 

entering the incident site's associated bounding box, it is removed from the Global Simulator and initialized in 

the corresponding Incident Site Simulator. Resources are deployed to incident sites by their resource bases. The 

resource bases are queried by the Control Centre Simulator when it is determining which resources to deploy. 

Control Centre Simulator 

The Control Centre Simulator, shown docked at the bottom of Figure 1 (b), receives calls from casualties at 

each of the incident sites. Based on the information in these calls, it: 
1. determines how many resources should be deployed, based on pre-determined attendances, (LESLP, 2007) 

2. queries each resource base in the Global Simulator regarding the availability of the required resources, 

3. determines which exact resources should be deployed, 

4. then communicates this decision back to the appropriate resource bases. 

The resource bases (in the Global Simulator) then deploy the requested resources to the required incident sites. 

SUMMARY AND FUTURE WORK 

An agent-based simulation environment for setting up hypothetical major incidents in the UK and evaluating the 

response to them has been presented. Through a MPMD architecture (which enables multi-core processors to be 

targeted), the Simulator component uses different levels of detail for inside and outside incident sites. It should 

be noted that using one of the two representations alone would be unsatisfactory: using topographical detail over 

the entire area simulated in the Global Simulator would be extremely wasteful (as the information would not be 

needed); whereas using just road network information would lead to insufficient detail at the incident sites.  

After validation of the finite state representations of the operational level agents (which will involve practitioner 

input), attention will turn to the simulation of tactical level agents, which have not been considered in this paper. 
Whilst finite state machines might again suffice for some tactical level agents, studies of the decision making of 

fire-fighter incident commanders within the London Fire Brigade (Burke, 1997) indicate that a recognition 

primed decision making (Klein, 1998) model may be more appropriate. Also, a third component of STORMI, 

the Response Analyzer, will be developed. It will aid in identifying the relationship between Simulator outputs 

and characteristics of the emergency scenario set up in the Scenario Designer. Finally, an external decision 
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support program is under development (Wilson et al, 2011). Using the same level of information as the Control 

Centre Simulator, it attempts to formulate responses which are better than pre-determined attendances and major 

incident plans. Work will continue on the integration of this decision support program with STORMI. 
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