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ABSTRACT 
We report on the design, development, and evaluation of a user labeling framework for social media monitoring 
by emergency responders. By labeling Twitter user accounts based on behavior and content, this novel approach 
identifies tweets from accounts belonging to Individuals generating Personalized content and captures information 
that might otherwise be missed. We evaluate the framework using training data from the 2018 Camp, Woolsey, 
and Hill fires. Approximately 30% of the Individual-Personalized tweets contain first-hand information, providing 
a rich stream of content for social media monitoring. Because it can quickly eliminate most redundant tweets, this 
framework could be a critical first step in an end-to-end information extraction pipeline. It may also generalize 
more easily for new disaster events since it relies on general user account attributes rather than tweet content. We 
conclude with next steps for refining and evaluating our framework in near real-time during a disaster response. 

Keywords 
Crisis Informatics, Social Media, Emergency Management, Situational Awareness. 

INTRODUCTION 
Social media have expanded options for communication and information sharing in disaster and crisis events (Al-
Akkad and Zimmermann 2012; Palen and Hughes 2018; Reuter et al. 2018). In particular, emergency managers 
have found social media useful to communicate and interact with members of the public about disaster events 
(Denef et al. 2013; Hughes et al. 2014; Hughes and Palen 2012; Latonero and Shklovski 2011; Sutton et al. 2014) 
and to monitor for information that can contribute to situational awareness during an event (Goentzel et al. 2015; 
Vieweg et al. 2010).  
Despite the value of social media, adoption by emergency managers has lagged behind public adoption (Palen 
and Hughes 2018) because of the many challenges integrating these informal communication channels into formal 
emergency response (Hughes and Palen 2012; Plotnick and Hiltz 2016). Emergency managers often do not have 
enough resources, training, support from management, or sufficient tools to use social media effectively (Briones 
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et al. 2011; Hughes and Palen 2012; Plotnick and Hiltz 2016; Sutton 2009). Also, one of the biggest problems is 
the challenge of sifting through massive volumes of social media data to find information that is relevant and 
useful to emergency response (Hiltz et al. 2020; Imran et al. 2015; Palen and Hughes 2018).  
To meet this challenge, a focus of much crisis informatics research (Palen et al. 2009), and the focus of this study, 
is to extract useful and actionable insights for emergency management from the deluge of social media data 
available during a crisis event (Imran et al. 2015; Purohit et al. 2018; Zade et al. 2018). Managing and maintaining 
awareness of social media communication can be a daunting task and emergency managers are frequently 
concerned about missing important information (Hughes and Palen 2012; Peterson 2015; Plotnick and Hiltz 2016).  
In this study, we address these concerns about missing information with the iterative design and evaluation of a 
user labeling framework for identifying important social media content from individuals that are local to a disaster 
event. Content from local individuals is often highly-relevant and contains specific localized information that 
cannot be obtained from other sources (Bruns and Burgess 2012; Kogan et al. 2015; Starbird et al. 2010; Starbird 
and Palen 2012).This research begins with the 2014 Carlton Complex Wildfire in Eastern Washington State where 
emergency managers wanted to understand what information they were missing in social media—information that 
they did not already know. This led us to design a framework for manually filtering noise in social media and 
capturing a dataset rich in individual and local content. When filtering, this individual-local content was the most 
useful to emergency responders during this event. The framework for identifying individual-local content was 
then used to build a machine learning classifier to automate the process for use in near real-time. This paper 
describes the experiences and concepts that led to the development of the classifier and the user labeling 
framework for the training data. Finally, we demonstrate how this framework can constrain content to quickly 
identify first-hand information coming from local individuals in a disaster using data from the 2018 Camp, 
Woolsey, and Hill Wildfires in California. 

BACKGROUND 
Machine Learning for Analyzing Twitter Data in Disaster 
Using machine learning to identify Twitter user types for emergency social media monitoring is an under explored 
area. Prior research has shown that there are key differences in user profile and behavior patterns that can be used 
to differentiate between accounts belonging to organizations, organizationally affiliated individuals, and 
unaffiliated individuals in real-time (Purohit and Chan 2017). Additionally, we know that crowd behavior 
combined with Twitter profile information can act as a collaborative filter for identifying on-the-ground Twitterers 
during crises (Starbird and Palen 2012). This research expands upon these efforts by exploring how identifying 
which Twitter users are contributing personalized content could provide a content rich social media monitoring 
stream for emergency response. 

In contrast, machine learning techniques for analyzing and extracting response-relevant information from 
individual tweets has been an active area of research for nearly a decade (Imran et al. 2015). For example, Oleantu 
et al (2015) used machine learning to compare the distribution of content sources and information types across 
both natural hazards and human-induced disasters. Based on this analysis, they concluded that if the goal is to 
extract information not present in mainstream media, other internet sources, or provided by outsiders unaffected 
by the crisis, then roughly 80% of content would need to be filtered out (Olteanu et al. 2015). Creating 
generalizable tweet level methods to find the remaining high-value 20% of content is a steep challenge. This study 
proposes that filtering sources at the Twitter user level prior to and in combination with tweet level techniques is 
a powerful strategy for identifying information that could otherwise be missed by emergency responders. 

Initial Motivation & Development of the Framework 
The concepts described in this paper were developed over the course of the first author’s involvement working 
with the Virtual Operational Support Team (VOST) community starting in 2011 with a study of an early 
implementation of a VOST (St. Denis et al. 2012) and evolving through participation in over twenty-five VOST 
activations, totaling hundreds of hours of experience in social media monitoring support (St. Denis 2015). A 
VOST is a team of trusted volunteers that assist emergency responders with tasks that can be performed remotely 
online. Several researchers have studied VOSTs and how they operate and coordinate to provide essential 
information in support of the official response team (Fathi et al. 2019; van Gorp 2014; Hughes and Tapia 2015; 
St. Denis et al. 2012). The first author worked alongside members of the VOST community to identify and report 
response-relevant information back to disaster management teams on the ground. In 2014, they began 
downloading Twitter data from the University of Colorado Project EPIC data collection server during crisis events 
at the end of the day when tweet volumes began to taper off. They developed methods for wrangling and 
summarizing trends for the current day and across the incident that could be used by the teams on the ground for 
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daily reporting and eventually fold into the VOST final report. These reports were considered useful, but it was 
later observed that the reports primarily added detail to what was already known.  
The idea that led to the development of the classifier emerged following the lead author’s participation in the 
response for the 2014 Carlton Complex Wildfire in Eastern Washington State. The Carlton Complex was a highly 
destructive wildfire that grew by over 100,000 acres overnight, destroying 353 homes in the rural communities of 
Pateros and Brewster (Lacitis and Mannix 2014). There were many communication challenges during the fire and 
resources were limited. In the after-action-review for the fire, a comment made by the lead public information 
officer motivated the current research: “In the thick of it, [...] what I really want to know is what I don’t know.” 
This comment echoed a concern voiced repeatedly by emergency managers and motivated the use of VOSTs in 
the first place. But, as the complexity of information grows, VOSTs may not be enough or may not be available 
in all instances (Plotnick and Hiltz 2016). Without better tools and techniques, it may be nearly impossible for 
emergency responders and local communities to keep pace with what is happening and prevent critical information 
from slipping through the cracks (Hiltz et al. 2020). 
Following the post-fire meeting with the public information team for the Carlton Complex Wildfire, the lead 
author used the Twitter data collected during the fire for an experiment. The collection terms for the fire included 
variations of the fire name (Carlton Complex, Carlton Wildfire, #CarltonComplex, #CarltonComplexWildfire, 
#CarltonWildfire) and the names of the towns under evacuation (Pateros, Twisp, Winthrop). During the fire as 
new tweets were downloaded, the most frequently occurring accounts and sources for online content embedded 
in the tweets were manually labeled based on their role in the disaster (e.g., media, emergency response, 
individual–local). This labeled dataset was later used to implement a filter, removing content from accounts 
unlikely to contain new information. The intuition was that the social media stream in a disaster is dominated by 
identifiable sources that can safely be filtered out or removed. These sources include mainstream media, official 
emergency response, and other organizations involved in the response. Any tweet that comes from one of these 
known sources or has content from one of these sources is unlikely to contain new information that the emergency 
response team did not already know. After excluding tweets from emergency response, mainstream media, news 
aggregators, official public sector organizations, and known spam accounts, as well as any tweets with links to 
content from these sources, the Carlton dataset was re-examined. The results were surprising in two ways. First, 
the filter reduced the overall volume of tweets by over 80%. To put this in perspective, on July 18th, 2014 when 
social media traffic was at its peak, there were a total of 4,033 tweets with a filtered dataset of 755 tweets (Figure 
1). The peak occurred between 9 and 10 am, reducing the volume from 349 tweets to just 68 tweets. Second, once 
the noise was removed, local content was easily identified and a much clearer picture of what was happening at 
the community level emerged. Identifying this local content is typically a primary focus of VOST social media 
monitoring work. Non-critical information is logged as general situational awareness and incorporated into 
periodic updates and any critical, response-relevant information is communicated directly to the incident 
management team according to formal protocols (St. Denis 2015; St. Denis et al. 2012).  

Based on these preliminary results, a more 
systematic study was repeated. A new un-
labeled copy of the dataset was downloaded 
from the data collection server and bounded 
to a ten-day period starting on 3pm July 
17th, 2014 through 3pm July 27th, 
capturing the most active phase of the fire. 
The shortened links for all embedded 
content were expanded and the domain field 
was extracted for each link (e.g. cnn.com). 
The dataset contained 21,416 tweets, 6,606 
accounts, and 590 URL domains. Any 
account or domain that appeared at least ten 
times (average of once a day) was manually 
assigned a label. The data was processed in 
daily batches and calculations were done to 
see what percentage of tweets were filtered 

out using the filtering logic described above. A total of 353 Twitter accounts and 182 URL domains were assigned 
a label. Results were consistent with the initial experiment with 82% of the tweets filtered overall and 86% filtered 
during the heaviest volume days of the fire. The final Filtered Dataset contained 3,873 tweets. 
To evaluate these results, we randomly selected 1000 tweets from the Filtered Dataset and 1000 tweets from the 
remaining tweets (excluding retweets). We performed a content analysis on the Filtered Dataset consistent with 
the one described below in the methods section of this paper. None of the remaining tweets contained personal 

 
Figure 1: Filtered Versus Unfiltered Tweets from July 18th, 2014 
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status or response-relevant information. This filtering technique was trialed the following summer across three 
VOST activations on the 2015 Wolverine Wildfire, the 2015 Chelan Complex Wildfire, and the 2015 Kettle 
Complex Wildfire in Eastern Washington State. Filtering results were consistent across each of these trials.  Full 
details are discussed in prior work (St. Denis 2015). 

Translating the Filtering Framework into a Machine Learning Classifier 
These results were promising, but they are only relevant for emergency response if achieved in near real-time. 
The Carlton study and 2015 trials became the basis for the design of a machine learning classifier that we have 
been working on at the University of Colorado, Earth Lab. Based on our analysis of the Filtered Datasets from 
these fires, the tweets that were the most informative in the moment were those coming from individuals on the 
ground sharing their perspective through the personalized content of their tweet. It is this information that provides 
a clearer picture to the emergency response team of what is happening within communities impacted by a hazard 
and how they are responding. The ability to identify this information quickly during the acute phase of a hazard 
response could prevent critical information such as details about an emergent hazard or life-safety situation from 
slipping through the cracks – the critical “what I don’t know” from above. But more generally, at all phases of 
response, these tweets make the community conversation visible and highlight the needs and issues that are an 
important part of supporting communities impacted by disaster.  
Our current account classifier predicts account classifications with approximately 90% accuracy, particularly for 
content generated by accounts in the Individual-Personalized category (Diaz et al. 2020) - where we hypothesize 
the majority of new information emerges during a disaster or crisis event. The classifier ingests profile pictures, 
the user’s recent history (most recent 200 tweets), profile information, and behavioral statistics (Diaz et al. 2020). 
Examples of behavioral statistics include calculations such as the average number of tweets per day, percentage 
of tweets that are retweets, and the regularity of spacing between tweets. The classifier combines multiple forms 
of neural networks: convolutional for image data, bi-directional LSTM for language processing, and feed-forward 
for numeric values. These network outputs are then combined via learnable weights to make predictions about 
account classifications. In the simplified diagram below (Figure 2) the profile picture and potentially other image 
data is fed through a convolutional neural network. In parallel, the text from the tweet and user account flows 
through a bi-directional LSTM. Numeric values flow through the feed-forward network where outputs are 
combined and used to predict the Account Role (Table 3).  

 
Figure 2: Overview of the Classifier 

Given the strong predictive capability of the classifier, we were ready to evaluate the potential applications of the 
classifier to large-scale events and the implications for future work. The training data from the 2018 Camp, 
Woolsey, and Hill fires offered a rare opportunity to explore that–which is the focus of the work presented in this 
paper. 
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METHODS 
To evaluate our user labeling framework, we us a Twitter dataset from a critical period during the 2018 Camp, 
Woolsey, and Hill fires in California. These tweets provide an opportunity to evaluate what sort of content and 
patterns of information we are likely to find in similar circumstances. In addition, there is an opportunity to use 
insights from the data to guide the next stages of development and collaboration with stakeholders. 

On November 8, 2018 strong winds and adverse conditions across the state of California resulted in the ignition 
and growth of multiple large, destructive wildfires, including the Camp Fire in Northern California, and the 
Woolsey Fire and Hill Fire near Los Angeles. The Camp Fire was the costliest and deadliest fire in California 
state history destroying over 18,500 structures (Smith 2019) and resulting in 85 fatalities. The Woolsey Fire 
destroyed 1,643 structures and resulted in 3 fatalities1. The Hill Fire burned in the vicinity of the Woolsey Fire 
but was contained relatively quickly at 4,532 acres destroying 4 structures2. The Woolsey Fire was contained on 
November 21, 2018 and the Camp Fire was contained on November 25, 2018. Search terms used to collect data 
from the Twitter Streaming API are summarized in Table 1. 

Table 1: Terms Used to Collect Twitter Data for Wildfires of Study 

Fire Name Terms 

Camp Fire Camp fire, #campfire, concow, magalia, butte county fire,  

Woolsey Fire Woolsey fire, #woolseywildfire, wolsey fire, malibu fire 

Hill Fire Hill fire, #hillfire, Griffith Park fire, thousand oaks fire 

General Los angeles fire, california wildfire(s), ca wildfire(s), california fire(s), california fire(s),  
ca fire(s), california fire(s) smoke, CA fire(s) smoke,  
#californiafires, #cafires, #cawildfires, #californiawildfires,  

 
The dataset collected from November 8 through November 25, 2018 contains 1,780,929 tweets, 289,006 original 
tweets (non-retweets) and 736,617 Twitter accounts. From this data collection, we selected 5,000 user accounts 
with at least one original tweet (non-retweet) during the peak growth of the fires (November 8th to November 11th) 
as an initial target number of records to add to the training data. The first author manually inspected and labeled 
2,261 of these accounts as training data for the classifier.  
Coding of Training Data 

The coding scheme for accounts has gone through multiple iterations and continues to evolve as we develop the 
classifier. Currently, we use two labels for each account: type and role. The first (type) describes whether the 
account owner appears to be an individual, an organization, or an automated feed. The second (role) organizes 
accounts by communication role or behavior in disaster (see Table 3). Each account has been inspected and coded 
manually by the first author and coded across multiple dimensions of behavior. The machine learning classifier 
assigns both of these labels during inference. 
The Account Type and Role classifications are based on information reported in the user profile and recent tweet 
history. The two classifications are coded in parallel. For example, a news reporter would have a combined 
classification of Individual – Media and the local office of emergency management would be classified as 
Organization – Emergency Management.   

Table 2: Account Type Classifications and Descriptions 

Account Type Classification Description 

Organizaton The account represents some sort of organizational entity such as a 
business or non-profit 

Individual The account appears to belong to an individual 

Feedbased The account and its content appears to be populated by some sort of 
automated feed such (e.g. Weather warning bots) 

 
1 https://www.fire.lacounty.gov/woolsey-fire-incident/ 
2 https://wildfiretoday.com/tag/hill-fire/ 
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Twitter accounts not affiliated with emergency response, government, or media were then filtered based on their 
level of personalization. They were given either the label Personalized or Redistribution based on recent tweet 
history. Recent histories were used primarily because this was the data that was available to us at the time of the 
analysis. Our hypothesis was that an account with evidence of personalized content is much more likely to 
contribute personalized content in a disaster than one that does not, regardless of timing. Using recent tweets 
rather than those from the disaster event also tests the generalizability of our classification: if personalized 
content-generating accounts can be identified by their tweet patterns outside of the disaster, they can be quickly 
labeled at the onset of a disaster based on their prior tweets. For Personalized accounts we looked for indictors 
such as personal photos, status updates, expression of opinions, and conversational interactions with others 
within the recent stream. In general, these accounts have lower volumes of content, but not always. 
Redistribution accounts have high levels of what Starbird et al (2010) describe as derivative content --
information that is reposted or gives pointers to information available elsewhere with no evidence of personally 
crafted content. 
 

Table 3: Account Role Classifications and Descriptions 

Role Classification Description 

Emergency Management Emergency response organizations, emergency response personnel, and 
individuals with emergency response expertise 

Public Sector Organizations and individuals in the public sector with an official role 
related to the disaster (e.g. Forest Service, Mayor, Utilities, Weather 
Service) 

Media Mainstream media outlets and media personnel 

Redistribution General public accounts that primarily pass along information from 
secondary sources (e.g. retweet media, official information or special 
interest content)   

Personalized General public accounts owned and managed by individuals with evidence 
of individualized content 

Motivation for Analysis/Research Goals 
The labels assigned to the training dataset and the resulting set of tweets extracted from the 2018 Camp, Woolsey, 
and Hill fires provide a unique opportunity for analysis. The labels segment the tweets into clearly defined 
participant categories. Leveraging the results of prior research (St. Denis et al. 2014), we filter out content from 
emergency management, the public sector, and media sources and focus our analysis on the two remaining 
categories that capture public social media communications: Individual-Personalized and Redistribution. 
We hypothesize that the richest source of first-hand reporting and new information come from the Individual-
Personalized sample, but we are also interested in understanding the subtle differences between the two samples 
that could help us guide the next steps in the design of the classifier as we refine Twitter user classification and 
identifying opportunities for refining search results at the tweet level. We were also interested in evaluating the 
timing and strategy for involving emergency response community in the design process. 

Sampling Methods & Datasets 
Starting with the 2,261 labeled accounts from the 2018 Camp, Woolsey, and Hill fires dataset, we selected all 
original (non-retweet) tweets for these accounts from the data collected. This resulted in a dataset of 3,741 tweets 
combining user account data and tweet information for each tweet. We then selected 1000 tweets from accounts 
labeled as Individual-Personalized, hereafter referred to as the Individual-Personalized sample. Next, we selected 
608 tweets from accounts labeled as Redistribution, because that was all that was available in the dataset 
(combining the predictors Individual, Organization and Feed-based). This dataset is the Redistribution sample. 
These datasets gave us two sets of tweets (one from Individual-Personalized accounts and the other from 
Redistribution accounts) to compare against each other based on content. 
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Tweet Content Coding  
Each tweet in the sample was coded based on three dimensions: tweet content, audience (local/general), and 
content source (first-hand versus secondary). The tweet content category ( 

Table 4) describes the overall purpose of the tweet and its content. Is the author looking for specific information 
(Information Seeking) or providing new information about the hazard such as a photo of the fire from their home 
(Information Sharing)?  

Table 4: Tweet Content Coding Categories 

Content Category Description 

Known Sources Tweet contains embedded content from official organizations, mainstream media outlets, 
news feeds, or accounts identified as spam. 
Example: Westworld’ Location at Paramount Ranch Burns Down <link> via @variety 

Reaction/Support Content of tweet is primarily an emotional response to events, expression or offer of 
emotional support to those impacted, or gratitude for emergency response efforts. 
Example: my heart breaks for california right now. !  #campfire #woolseyfire 

Information Sharing Tweet content provides information about an individual or hazard without having a link to 
an official source or media coverage. The text of the tweet can contain information from 
Known Sources above, but tweet content is selected and crafted by the Twitter user.  We 
divided information sharing into the following sub-categories: hazard status, personal 
status, family status, infrastructure status, photo share, video share, or smoke/particulate 
Example: Agoura Rd. South of 101 #Calabasas - apartment on fire #WoolseyFire  

Information Seeking Author of tweet looking for specific information related to the hazard or response. 
Example: Does anyone know if point dume club is still there #MalibuFire #pointdume 
#WoolseyFire 

Community 
Response/ 
Organizing 

Any form of community organization or response including fundraising, donations, 
evacuation assistance, temporary shelter, animal welfare, or sharing of related information. 
We included missing persons in this category because it became a large-scale digital 
community effort during this fire. 
Example: I can take in critters (rabbits, guinea pigs, hamsters, etc) for folks having to 
evacuate.  #WoolseyFire #BrushFire #malibu #GriffithParkFire #wildfires 
#CaliforniaFire. Feel free to share. 

 
The tweet audience category (Table 5) differentiates between content that is specific to the local population or 
content that applies to a more generalized audience. For example, information about evacuation shelters or 
alternate help lines are both local whereas a view of the fire from space is for a more general audience.  

Table 5: Tweet Audience Coding Categories 

Audience Category Description 

Local/Personalized Content that provides information about what is happening at the community level or to 
individuals impacted by the hazard. 
Example: All the Malibu cams seem to be down, but Santa Monica pier is panning 
#WoolseyFire… 

General General information about the hazard including statistics and general outlook. This 
category also includes information that quickly becomes common knowledge such as 
photos/videos that have gone viral or information that doesn’t contain local information 
such as a satellite view of the fire from space. 
Example: 250,000 people evacuated due to #CaliforniaFires. Let that sink in… 
#WoolseyFire #CampFire 

 
We added the content source category ( 

736



St. Denis et al. Filtering Disaster Twitter Data for Local-Individual Info 
 

CoRe Paper – Social Media for Disaster Response and Resilience 
Proceedings of the 17th ISCRAM Conference – Blacksburg, VA, USA May 2020 

Amanda Lee Hughes, Fiona McNeill and Christopher Zobel, eds. 

Table 6) to differentiate between content generated by a Twitter user and content gathered and shared from a 
secondary source. For example, a personal photo contributes first-hand information to the local picture whereas 
sharing information from a police scanner reinforces known information. This was not done in the original study, 
but we added this based on a comparison of content across the two samples. We were interested in seeing if 
Individual-Personalized accounts were more likely to share first-hand information than Redistribution accounts. 

Table 6: Tweet Content Source Coding Categories 

Content Source Description 

First-hand Based on the author’s personal experience or directly known by the author. 
Example: Here's a view of the fire from my neighborhood. The fire has now made it's way 
over the hill from Ventura county into Los Angeles. <photo> 

Secondary Information gathered by the author and synthesized into tweet. 
Example: @xxxx My best friend sent me this . He’s the yellow pin (already evacuated) but 
said there was fire at Malibu canyon apts … 

RESULTS 
We first compared the Individual-Personalized account tweet sample with the Redistribution sample, and found 
that the Individual-Personalized sample appears to contain more individualized content. In Figure 3, close to 30% 
of the tweets contained some form of first-hand information compared to only 6% in the Redistribution sample. 
There were also more than twice as many Reaction/Support tweets in the Individual-Personalized sample (31% 
vs 14%). Although these tweets don’t typically contribute to situational awareness (and thus may not be of interest 
to emergency responders), they indicate a personal, emotional response.  

We can also see a difference when comparing information sharing patterns. Although Known Sources and 
Information Sharing categories both capture a form of information sharing, Known Sources tweets are more 
generic, often just copying the media headline or updating as tweet text. These tweets are generally safe to filter 
out. The broader Information Sharing category captures the different ways that people use social media to share 
information from a variety of sources, including personal references to produce some form of personalized content 
to share. Information Sharing was the primary content category in the Individual-Personalized sample, comprising 
just over a third of the tweets with Known Sources accounting for only 17%. In contrast, the primary content 
category in the Redistribution sample was Known Sources at 44%, with Information Sharing tweets still 
accounting for a quarter of the sample. The Information Seeking category is small, but it was four times larger in 
the Individual-Personalized sample (4%), indicating a stronger personal signal. Interestingly, the Community 
Response category was almost identical in makeup across both samples. We will discuss this in a later section.  

 
Figure 3: Comparison of Content Categories & Proportion of First-hand Content 

Looking at the audience labels, the Redistribution sample tended slightly more towards general audience content 
(57%) whereas the Individual-Personalized sample was evenly split between general audience and localized 
content (see  
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). General audience content was found primarily in Reaction/Support and Known Sources. The large volume of 
general audience content may reflect the broad reach of this catastrophic event. 

 
Figure 4: Audience Distribution 

Information Sharing Analysis 
In Figure 5, the most common Information Sharing Category in the Individual-Personalized sample were photos 
and videos (32%), followed closely by sharing of hazard information (29%) and personal or family status updates 
(23%). First-hand sources dominated all categories except for Hazard Status/Information where it is roughly 
evenly split. Over half of the messages in the Redistribution sample were hazard updates and sharing of basic 
hazard information with less than a third (30%) from first-hand sources. Photos and videos also accounted for 
almost a quarter (24%) of the Information Sharing tweets, but typically from secondary sources. One particular 
video from the fires showed up repeatedly among these tweets. These results validate the differences between the 
two populations of users. Accounts in the Individual-Personalized sample generated and shared more first-hand 
information than the Redistribution sample. The Redistribution sample shared more generalized status information 
and was less personalized.  

 
Figure 5: Information Sharing Sub-Categories 

Accounts that distribute information appear in every data collection. Some appear commonly across events and 
become relied upon sources of information within communities (Starbird et al. 2010; Sutton 2010). One example 
within our sample was @VCscanner, an account that gathered information from multiple sources including 
emergency response feeds, and provided a stream of concise updates for the local community. There were 32 
tweets from this account in the Redistribution sample, plus another 18 from @CAFireScanner (an account that 
was used temporarily when Twitter suspended @VCscanner). This was the highest number of tweets from a single 
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source in our sample. We found a total of 27 tweets in our sample endorsing the critical value of information 
provided by this account, relaying new information, or asking for specific updates (see sample below). Six of 
these were from people reacting strongly when the @VCscanner was suspended temporarily by Twitter bot 
detection algorithms during the fires. 
Updates from @VCscanner: 

#WoolseyFire: Outbuildings are now on fire on the Pepperdine campus. 

#WoolseyFire: Trancas Canyon Road is about to be heavily impacted. 

Public examples supporting @VCScanner: 
@Twitter you need to not block the services of @VCscanner he is providing all fire areas with up to the 
minute info that could be the difference between life and death! #Woolseyfire #hillfire 

"#  We're hanging in there & staying strong. #VenturaCounty is my ❤   
THANK YOU @VCscanner for your INCREDIBLE reporting!! %  #WoolseyFire #HillFire 
#CaliforniaFires &'  <link> 

Actionable information and response-relevant content is rare, even in large samples and so only very general 
observations can be made. We categorized a total of 13 tweets as potential life safety situations. Five were possible 
first-hand reports and all of these were from the Individual-Personalized accounts. Another 13 tweets (10 from 
the Individual-Personalized sample, 3 from the Redistribution sample) were categorized as misinformation/rumor, 
primarily speculating that the cause of the wildfires was arson. One tweet contained a video promoting a theory 
that the Woolsey fire was caused by the intentional detonation of explosives. There were significantly more tweets 
identified as criticism in the Individual-Personalized sample compared to the Redistribution sample (17 tweets 
versus 3 tweets). Most were critical of or corrected misinformation in mainstream media, but there were several 
criticizing the handling of traffic congestion when evacuating Malibu and the delayed restoration of power. A 
large volume of missing persons information circulated on Twitter during the fires. We will discuss this in more 
detail in the next section. 

Community Response 
Community response content was almost identical across both the Individual-Personalized and Redistribution 
samples. One factor that may have unified communications across these two samples is the use of hashtags related 
to the actor James Woods. On November 8th, 2018, James Woods offered to retweet all pertinent information 
related to missing persons for all tweets with variations of the hashtag #CampFireJamesWoods to his over two 
million followers (Waqas and Imran 2019). We found a total of forty missing persons reports across both samples. 
Only three of these (in the Individual-Personalized sample) came directly from the family members themselves. 
The others were examples of people identifying missing persons reports and creating new content with the James 
Woods hashtags. There were 106 tweets containing combinations of #CampFireJamesWoods, 
#SoCalFiresJamesWoods, and related hashtags across the two samples. It was used most commonly for missing 
persons, but it was also frequently used to extend visibility to information related to large animal evacuation and 
lost pets. There was a noticeable amount of noise in the Redistribution sample indicating either misunderstanding 
or mis-use by some of these accounts. Interestingly, when we queried the entire event data collection containing 
1,780,929 tweets, we found 55,153 tweets contained variations of the James Woods hashtags indicating the reach 
of this simple idea and the collective motivation to distribute critical information in times of crisis. 

First-hand Information and Social Media Monitoring Work 
Personalized content and first-hand information shared by those affected by a disaster contribute to a richer 
understanding of how community members are directly impacted by a disaster. The ability to keep pace with these 
communications and prevent critical pieces of information from slipping through the cracks is a primary 
motivation behind using a VOST (Fathi et al. 2019; St. Denis 2015; St. Denis et al. 2012). But in fast-paced events, 
even with the support of a VOST or dedicated social media monitoring team, sifting through the noise is a daunting 
task.  

VOST members monitor for new information, particularly from those affected by a disaster, that potentially 
requires immediate attention, contributes to situational awareness, or informs public information work in some 
way (Fathi et al. 2019; Hughes and Tapia 2015; St. Denis 2015; St. Denis et al. 2012). Life-safety situations, 
misinformation, rumor, and local community criticism are examples of critical content that is brought to the direct 
attention of someone on the incident team. Across large-scale disasters, members of the public use social media 
to issue calls for help (Hughes et al. 2014; Peterson et al. 2019). Within the Individual-Personalized sample we 
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found 13 potential life-safety reports. Some are likely copied from police scanners, but mixed in with this are 
accounts from people who need assistance or know of someone who does as indicated in the following tweet: 

My mom is stuck in Malibu with no power or cellphone in a wheelchair and this photo is freaking me 
out. I can’t get in to help. #Malibu #WoolseyFire 

General social media monitoring results are shared and discussed in the chat. Relevant information such as 
questions, community issues, or concerns get folded into summary reports for the incident teams. The type of 
content logged often depends on objectives set by the incident team and may shift as circumstances evolve. Some 
questions or comments identified through social media monitoring highlight potential information gaps either in 
emergency messaging or media coverage as illustrated in following tweets: 

Anybody have an info on Camarillo Springs? Is it open yet?  
@VCFD @CityofCamarillo #camarillosprings #hillfire 
 
The fire spread to the park in my neighborhood, and all I can find is coverage of the houses in Malibu 
on TV. Anyone with videos or photos of three springs, please share! <photo> 
 

Many social media posts document the hazard from a variety of perspectives and provide a more personalized 
picture of how members of the community are impacted and how they are responding.  

Nathan just sent me this photo from our backyard... Praying it doesn’t get closer. Malibu is on fire now 
and it’s getting worse around us !  <photo> 
 
This morning, most of us awoke to no power. In my case, my son woke me up at 5:45 am, to show me 
the TV news reports on how the #WoolseyFire had grown. 

 

Collectively, this information chronicles the impact on the community and the types of support they may need in 
the moment or moving forward. In wide-spread hazards, these reports may be critical for identifying the extent of 
damage and filling in important information gaps for the response team. 

DISCUSSION & CONCLUSION 
The ability to organize emergency-related social media content within a meaningful framework is a powerful idea, 
offering the potential to reduce noise and make sense of what is happening in new ways. If this can be 
accomplished in near real-time, this information could be used by emergency response and communities impacted 
by disaster to build a more complete picture. Our classifier performs an important function by narrowing the tweet 
flow to the Twitter accounts most likely to be contributing the type of first-hand, personalized content desired by 
emergency social media monitoring teams - creating a content-rich stream of information that can be filtered and 
organized in different ways. Based on this first cut, other proven techniques can then be used to further filter 
content at the tweet level. Moving forward we will continue to refine our knowledge of this information space, 
the classifier, and related tools in collaboration with the emergency response community across events. 
From a research perspective, filtering noise and identifying content across events enables us to see how differing 
social and physical characteristics of a hazard (like wildfire) shape societal response, and provide the potential to 
understand how community response to a disaster events happens in the digital age. These are important gaps in 
the current knowledge, and filling them could help inform the design and development of tools.  
This paper focused on a comparison between the training data for Individual-Personalized accounts and the 
classifier category we called Redistribution. This binary segmentation of the data was necessary in the initial 
phase of the classifier development while the training dataset was small and we were developing our classification 
strategy. The results from this analysis have helped us to refine the training data for the next phase of classifier 
development where we are looking at metrics to further refine the training data to identify accounts within the 
Redistribution class that are more likely to capture and distribute relevant information. This is being applied to a 
new set of training data collected during the 2019 California Wildfires and will extend this research. 

The classifier was designed based on knowledge of and experience of public information work, but this work has 
also highlighted challenges faced by communities impacted by a disaster. In large-scale widespread disasters, 
mainstream media may focus on dramatic information rather than the details that help community members piece 
together a clear local picture (St. Denis et al. 2014). The ideas presented in this paper and development of the 
automated classifier may be equally valuable as a social media monitoring tool for communities in addition to 
official response teams. 
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Our analysis of the two samples from the 2018 Camp, Woolsey, and Hill fires training datasets demonstrate that 
correct identification of Individual-Personalized accounts could capture a large portion of first-hand reporting. 
Further refinement within the Redistribution class may help us identify accounts that are actively involved and 
applying methods at the tweet level will help us further refine our results. 

Now that the account classifier accurately identifies Individual-Personalized accounts (~90%) (Diaz et al. 2020), 
we are working on a prototype to collect, pre-process and run tweets through the classifier in near real-time so 
that we can evaluate potential application for emergency response. The goal would be to trial this with non-critical 
personnel in support of an incident response either using a virtual operational support team (VOST) or similar 
model (Hughes and Tapia 2015; St. Denis et al. 2012). The benefit is that we can both evaluate the effectiveness 
of the filtered content sooner, while potentially providing valuable information to an emergency response team. 
Additionally, we can capture valuable information from emergency responders about the data that can be used to 
refine the classifier through use across these trials. 
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