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ABSTRACT 

Understanding the movements of a population throughout the 24-hour day is critical when directing disaster 
response in an urban area. An emergency situation can develop rapidly, and understanding the expected 
locations of groups of people is required for the success of first responders. 

Recent advances in modern consumer technologies have facilitated the generation, sharing and mining of an 
extensive amount of volunteered geographic information. Users leverage inexpensive smart devices, pervasive 
Internet connections and social media services to provide data about geospatial locations. Using an enterprise 
system, it is possible to aggregate this freely available, geospatially enabled data and create a population 
estimation with high spatiotemporal resolution, via a heat map. 

This investigation explores the effects of different temporal sampling periods when creating such estimations. 
Time periods are selected, estimations are generated for several large urban areas in the western United States, 
and comparisons of the results are shown/discussed. 
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INTRODUCTION 

In recent years, incidences of human and climate related disasters have become more prevalent. In addition to 
loss of life and injury; these disasters have a grave economic cost that can affect communities for many years 
(Yohe et al., 1996). The reasons for the increase of emergency situations are complex, and include human-
driven climate change, aggravated geopolitical relationships, and utility infrastructure that has not been properly 
maintained (Henderson, 2004), etc. 

The focus of this work is to explore the use of previously collected, volunteered geographic information (VGI) 
during an emergency situation. Before a disaster, this freely available data can be continuously collected from 
social media services, stored in an enterprise solution, and aggregated to generate an hour-by-hour estimation of 
population via a heat map (Wilkinson and Friendly, 2009). The data can then be viewed in a geospatial 
information system, which can include a dynamic map as well as other data layers; allowing an end user to 
select a coverage based on day-of-week and hour-of-day (Toepke, 2015). Recent research primarily focuses on 
the application of a full set of collected data which can inveigle emergency responders to trust a population 
distribution estimation that lacks precision. Instead of using a full set, a result generated from different time 
sampling periods may present a very different spatiotemporal estimation of a local population. 

Using multiple, highly populated urban areas, this investigation shows the implications of using different time 
periods while generating a visual population estimation from the VGI. 
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BACKGROUND 

Traditionally, population estimation has been affected using a combination of census data, time-use surveys, soil 
cover maps, satellite imagery, etc. These methods require a large investment of time, energy and cost, are slow 
to complete, and are of low spatiotemporal resolution. Nonetheless, novel methods are being actively 
investigated to leverage the traditional data, and create a higher quality result. LandScan (Bharduri et al., 2002) 
is a population estimation product that provides a day/night heat map at a resolution of 1km^2, and uses a fusion 
of the aforementioned traditional products. Combining population data with high risk geographic areas can 
provide insight during the planning stages of disaster response (Freire and Aubrecht, 2012).  

Modern adoption of interconnected technologies has allowed the realization of the human-as-a-sensor paradigm 
(Laituri and Kodrich, 2008). Social media services are being investigated as to their utility in multiple stages of 
a disaster: alerts, preparedness, response and rebuilding (Coyle and Meier, 2009). This investigation will focus 
solely on the response aspect of a disaster; from the perspective of someone directing an immediate relief effort.  

Novel ways VGI is being used include capturing video from live-streaming services such as Periscope (Fichet et 
al., 2016); which was useful during the 2015 South Carolina flooding, and was used to spread first-hand 
perspectives of the developing damage. Social media is also useful in generating occupancy curves for a 
structure (Stewart et al., 2015), which can present the spatiotemporal occupancy of a building over the span of a 
twenty four hour day. VGI cannot currently present an absolute population representation, but can supplement 
traditional methods of population measurement, or be used singularly with the understanding that the data is an 
estimation, and only possibly indicative of population trends. 

Using VGI is not without challenges. From trustworthiness issues (Tapia et al., 2011), to the sheer deluge of 
available data (Sui et al., 2013), processes are necessary to ensure the quality of the data. Due to the preliminary 
state of this work, no cross checking, extraneous/dense post filtering and/or outlier removal is occurring; though 
the precision of the generated product would be increased, and this should be investigated in further work. Other 
concerns include under representation of smart device non-adopters, those that do not partake in social media 
services and/or those without the fiscal means necessary to purchase such devices. The population estimation 
could also be skewed by a user’s propensity to  geo-tag a tweet, and that social media services tend to be used 
more by younger individuals. 

The social media service of choice for this work is Twitter; a freely available platform which allows users to 
post 140 character ‘tweets’. The tweets can be geospatially enabled with a latitude/longitude tag, thus allowing 
data for a specific location to be generated. Twitter maintains a public application programming interface (API) 
that can be queried using standard web services.  

While the combination of multiple social media services has been shown to enhance situational awareness 
(Panteras et al., 2015), only a single social media service is explored in this case. 

Five major cities from the western United States were chosen; each with a high population, dense downtown 
area, and high technology use/adoption. The cities are as follows: 

● Portland, Oregon; the largest city in Oregon. 
● San Diego, California; a sprawling port city with several institutions of higher learning, high tech 

industry and multiple military installations. 
● San Francisco, California; a highly populated urban space in the Bay Area. 
● San Jose, California; one of the largest cities in California, and inside the Silicon Valley.  
● Seattle, Washington; founding city of many technology firms. 

Further reasons for picking these specific cities can be found in (Toepke, 2017). 

ARCHITECTURE 

Geospatially enabled, crowd-sourced Twitter data is gathered using an enterprise solution based on elastic cloud 
and web services. Amazon Web Services (Services, A. W., 2015) and Java Platform, Enterprise Edition (Java 
Platform, Enterprise Edition, n.d.) are the primary technologies used to implement this investigation. The data is 
queried from an Internet connected web service; any compatible programming language and/or cloud services 
suite would suffice. 

The AWS technologies used are as follows, and are visualized in Figure 1: 

● Lambda, runs as a scheduled task twice an hour and executes the source code, using a serverless, code-
in-the-cloud paradigm. 
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● DynamoDB, is leveraged as a fully managed, NoSQL object store for the Twitter data. 
● Elastic MapReduce (EMR), Data Pipeline, and S3 export the Twitter data to a text file for local 

processing. 
● Identity and Access Management, CloudWatch and CodeCommit are used for security, computational 

resource management/observation and source code revision control, respectively. 

 
Once a volume of data has been obtained, custom Java code was written to run the experiments, based on 
different time sampling lengths. A snapshot of the data was created from DynamoDB, and exported for local 
processing. Results are visualized using GNU Octave (GNU Octave, n.d.), and are discussed in the 
Results/Observations section.  

The Google Maps Javascript library, and a standard web browser are also used to visualize and display 
generated heat maps. Google Maps is chosen arbitrarily, though Google Earth, World Wind, OpenLayers, etc. 
would also be useful in displaying this data. 

The different sampling lengths are as follows: 

● Full length. The entire set of data, from beginning to when the data export occurred. In this case, 
approximately five months of collected data. The population estimation from the full set is used as a 
control when comparing with the other results. 

● Most recent last four weeks. Corresponds to about a month’s worth of data. Each weekday will have 
approximately four days to generate an average estimation. 

● Most recent last eight weeks. 
● Most recent last twelve weeks. Corresponding to about three months, will account for seasonal changes 

in population patterns. 
Heat maps of several urban areas are also generated and visually compared using Google Maps, to easily view 
the implications of data used from different time boundaries. 

An in-depth discussion of the architecture can be found in (Toepke, 2017), as both investigations rely on the 
same infrastructure. 

RESULTS/OBSERVATIONS 

The data consists of geospatially enabled posts from the Twitter API occurring from 2016-06-07 23:01:35 
(GMT) to 2016-11-04 23:57:03 (GMT). A publicly available web service API was used to download the data in 
a JavaScript Object Notation format. The data period is an arbitrary artifact of the time between when the 
collection services were fully activated, and when an end-point was required for analysis. The collection code is 
currently still running, and replication of these experiments with data from a longer period may be of interest for 
follow-on work. 

Over the collection period, a total of 447,386 unique Tweets were collected from the five cities. The specific 
breakdown for each city can be seen in Table 1 and Figure 2. 
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Table 1.  Total Tweet Count Per City 

City Tweet Count 
San Jose, CA. 49,557 
San Francisco, CA. 62,555 
Portland, OR. 85,745 
San Diego, CA. 115,574 
Seattle, WA. 133,955 

 

 

Figure 2. Total Tweet Count per City, 2016-06-07 to 2016-11-04 

Using Saturday as an arbitrary day of interest, Figure 3 shows average Tweets per hour over the course of the 
day. The data is normalized using an algorithm which sets the vector length of each dataset to 1 (Abdi and 
Williams, 2010); eliminating the  visual differences in Tweet quantity for each city. 

The data shows expected patterns; of low posting throughout the night-time hours, with a sharp increase 
corresponding to day-time hours. San Francisco, CA. and Portland, OR. show a slow start to the day, while San 
Diego, CA. and San Francisco, CA. continue posting for longer towards the end of the day. An almost vertical 
drop in post quantity can be seen in between 1700 and 1800, when the typical workday ends. On average, the 
most activity occurs between the hours of 1100 and 1700. 

An algorithm was then developed to remove data points based on the time lengths described in the Architecture 
section, with results shown in Figure 4. The algorithm was run several times, each time taking the last 
timestamp of collection, and removing Tweets that were older than four weeks, older than eight weeks, and 
older than 12 weeks. This was implemented using standard Java temporal data types, and Unix epoch time 
representations. 

Visual inspection shows a similar pattern to the full results in regards to posting throughout the day. As to the 
different time periods, the following observations can be made. 

● The data from the past 4 weeks in comparison with the full data shows: higher posting between 0900 
and 1100, and lower posting between  1800 and 0500. 

● In 9 of the 24 observed hours, 8 weeks and 12 weeks track each other closely, while being between the 
values for 4 weeks and the full data set. 

While the data is indicative that there is a different population trend in these estimations, at least in the past 4 
weeks as compared to the full data set, it is difficult to extrapolate the reason. More compelling to the use case 
of an emergency responder directing resources would be an immediately understandable visual comparison. 
Using Google Maps, two example cases and their results are shown in the following subsections. 
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Figure 3. Normalized Average Tweet Count per Hour on Saturdays, 2016-06-07 to 2016-11-04 

 

 

Figure 4. Normalized Average Tweet Count per Hour on Saturdays with Different Time Sampling Periods for San 
Diego, CA., 2016-06-07 to 2016-11-04 

San Diego, CA. Saturday at 1700, Full Data vs. The Last Four Weeks 

Figure 5 shows a heat map comparison of the full data set vs. the most recent four weeks. Of note, the four week 
heat map shows a lack of Tweets at the San Diego Convention Center and Petco Park. While event scheduling at 
the Convention Center is more dynamic, Petco Park is a baseball stadium that hosts sporting events based on a 
fixed schedule. The Major League Baseball regular season for the year ended October 2, 2016 (2016 Major 
League Baseball Season, n.d.); since the most recent four weeks look back starting at November 4, 2016, the 
lack of Tweets in this area is as expected. 
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Figure 5. San Diego, CA., Saturday at 1700, Full Data (L) vs. Previous Four Weeks (R) 

San Jose, CA. Saturday at 1700, July 2016 vs. October 2016 

Figure 6 shows a heat map comparison of the data from the month of July 2016 vs. October 2016. While not 
directly useful for immediate response, comparison of two different months of the year can show the importance 
of the temporal window. Information of this type can be used for long term emergency response planning. 

With the limited volume of Tweets, it is difficult to visualize the heat map differences at this resolution. 
Nonetheless, July shows a more vibrant downtown ‘scene’, with hotspots at street corners populated by taverns 
and restaurants. October shows less activity in those areas, but with a concentrated spot over San Jose State 
University, which is in session at this time. The subtle change in population dynamics would be understood by 
local first responders at the city/county level; but federal and/or state responders would not necessarily have that 
domain knowledge.  The areas of interest are bordered with an orange quadrangle. 
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Figure 6. San Jose, CA. Saturday at 1700, July 2016 (L) vs. October 2016 (R) 

FOLLOW-ON WORK 

This is a preliminary study, and many avenues of investigation exist for follow-on work: 

● Verification of data against objective measure. E.g. turnstile data from transit stations, or person-
tracking data from a location constrained environment. A heavily trafficked corporate campus that 
implements electronic security measures would be a good source for this comparative data. 

● A longer data collection period, further comparisons investigating different seasons of the year, and 
their effect on population patterns. This is especially relevant for cities that are affected by weather 
patterns like Seattle, WA. and Portland, OR. On the other hand, San Jose, CA. and San Diego, CA. 
tend to have more consistent weather throughout the year. 

● A broader data set, gleaned from multiple social media services e.g. Facebook, Foursquare, Panaramio, 
etc. Performing the same experiments with data from different services can help generate a more 
precise population estimation. 

● Investigation of hybrid-representations of temporal sampling utilizing weighting. E.g. a downtown area 
may have a different winter-time use pattern, and also many popular boutiques that heavily trafficked 
during the end-of-year holiday season. A hybrid algorithm that is perhaps weighted 40% for the past 4 
weeks to represent the effects of weather, and weighted 60% for the past two weeks to represent the 
commercial shopping, could provide a more complete picture.  

● Enriching the dataset by pulling data from more than five cities. Also, experimenting with cities that do 
not have a high population, or tech adoption. The benefits/pitfalls of using social media data to create 
heat maps can be better explored with a more diverse set of data. Integration of traditional methods of 
population estimation, e.g. land use maps, time use surveys, and/or census data. The combination can 
make for a more robust estimation, resilient to areas that do not exhibit high levels of technology 
adoption. This would also include those that choose to not use social media services, or are 
physically/fiscally unable to do so. 

● Heat map acceleration/deceleration investigation. Calculating the average rate of change of expected 
heatmaps for each hour and/or time period can assist in the recognition of emerging situations. An 
unexpectedly large change in a heat map for a certain time period and area can be indicative of an 
unusual situation, which can be brought to the attention of a human decider. Fusion with other social 
media sensing methods, e.g. real-time keyword/hashtag parsing, can provide a more informed disaster 
warning system. 

CONCLUSION 

This investigation has shown the implications of time period selection when using social media data to generate 
population estimations of densely populated areas. Crowd sourced data from Twitter is procured from a publicly 
available API, experiments are run using data from different time periods, and differences in the resulting 
estimations are discussed. It can be seen that different time periods have different estimations when compared to 
the full dataset, as a city’s dynamics change in response to the use patterns of its denizens. While still a 
preliminary investigation, this work has shown that different sampling periods can give an end user deeper 
insights into the spatiotemporal population dynamics of a city for emergency response and disaster recovery. 
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