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ABSTRACT

The user-base of social media platforms, like Twitter, has grown dramatically around the world over the last decade.
As people post everything they experience on social media, large volumes of valuable multimedia content are
being recorded online, which can be analysed to help for a range of tasks. Here we specifically focus on crisis
response. The majority of prior works in this space focus on using machine learning to categorize single-modality
content (e.g. text of the posts, or images shared), with few works jointly utilizing multiple modalities. Hence, in
this paper, we examine to what extent integrating multiple modalities is important for crisis content categorization.
In particular, we design a pipeline for multi-modal learning that fuses textual and visual inputs, leverages both,
and then classifies that content based on the specified task. Through evaluation using the CrisisMMD dataset, we
demonstrate that effective automatic labelling for this task is possible, with an average of 88.31% F1 performance
across two significant tasks (relevance and humanitarian category classification). while also analysing cases that
unimodal models and multi-modal models success and fail.

Keywords

Social Media Classification, Multi-modal Learning, Crisis Management, Deep Learning, BERT, Supervised
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INTRODUCTION

During a crisis, millions of tweets are posted, where many of them contain both images and text. This gives us an
excellent opportunity to extract actionable and valuable information to help crisis response agencies to act quicker
and more efficiently (McCreadie et al. 2020; Widener and W. Li 2014). Twitter is a great platform to explore
such social media content because, in the United States, 68% of American adults reported they obtain news from
Twitter1. Due to the large volume of posts made on these platforms, there have been a wide range of works that
apply supervised machine learning to categorize and hence filter this content for crisis responders. These works
have primarily focused on analysing the text within each post (Kumar, Barbier, et al. 2011; Stowe et al. 2016; To
et al. 2017), ignoring potentially valuable image data provided along-side the tweets. Indeed, one of the more
significant unresolved challenges is multi-modal understanding, i.e. for some content we need to concurrently
analyse both modalities (text and image) before we can fully understand and act upon it. For example, a user could
post "need help" with an image of a damaged building, where the text defines the request and the image provides the
location. On the other hand, with recent advancements in deep learning for computer vision (He et al. 2016) and
language modelling (Devlin et al. 2018a), multi-modal learning(Gao et al. 2019) provides a promising new direction
to push the boundaries of effectiveness in this domain. Using a large-scale visual recognition model trained from
ImageNet, we can extract extra information in attached images and combine this with textual evidence to enhance
crisis content analytic tasks, where this type of multi-modal learning pipeline can be applied to tweets that only
have text, or images, or the combination of both.

To address this challenge and improve the performance of crisis response, we propose a new multi-modal framework
to classify crisis-related tweets through analysis of textual and visual content. Following the task definition of the
CrisisMMD dataset (Alam et al. 2018), we present a novel approach to label tweets on two major tasks automatically:
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be replaced by shallow word-embeddings, where a pre-trained (low-dimension) neural network model is used to
isolation (limiting the linguistic meaning that can be captured). Around 2013, bag-of-words approaches started to 
the ability to handle semantic mismatches between the dictionary and the text, as well as only consider each word in 
is represented based on the presence or absence of a set of terms from a dictionary. However, these approaches lack 
text. Traditional approaches in this space often use bag-of-words embeddings (Y. Zhang et al. 2010), where the text 
State-of-the-art in Text Categorization: Machine learned models have long been used for the categorization of 

jointly trained alongside the embedding).
will be a separate model, while for neural models this may be a separate model or a final classification layer that is 
Both approaches then train an output classifier that uses the embedding produced (for traditional approaches this 
In contrast, neural models train a highly complex neural network to transform the input into an embedded form. 
models will use hand crafted functions to extract a list of relatively low-dimensional features from each input item. 
traditional and neural network models, which primarily differ in how they perform the first phase. Traditional 
2) classification model training. For ease of reference, machine learned approaches are often divided into two types:
be considered to be comprised of two main phases: 1) the input embedding of each item into a numerical vector and 
A Brief Introduction to Machine Learned Classification: Machine learned content classification approaches can 

multi-modal data, it is first worth discussing the state-of-the-art in categorization of more traditional uni-modal data:
better utilization of multi-modal data, i.e. the combination of text and images. Before discussing machine learning on 
Therefore, this paper focuses on improving the effectiveness of crisis content categorization on social media through 

degree, effective, although more work is still needed in this area (Gao et al. 2019).
machine learned approaches for identifying actionable information from social media are feasible, and to some 
of social media posts into 25 information types (McCreadie et al. 2020). These works have shown that supervised 
Fung et al. 2019) . Meanwhile, the TREC Incident Streams (TREC-IS) track examined the automatic categorization 
has previously been shown to be helpful in detecting infectious diseases (Ye et al. 2016; Widener and W. Li 2014;
do this task automatically (Shekhar and Setty 2015; McCreadie et al. 2020). For example, information in Twitter 
manually, which is simply impractical. To solve this, supervised machine learning solutions have been proposed to 
published on social media platforms, a tremendous amount of time and effort would be needed to perform this task 
et al. 2014; Purohit et al. 2018; Kumar, Morstatter, et al. 2013). However, due to the large volumes of information 
categorize information on these platforms with the aim of finding actionable content for the response effort (Nagar 
Shekhar and Setty 2015). Indeed, within social media, a common task for emergency responders is to filter and 
response, as a channel to gather and analyze urgent information during a crisis (To et al. 2017; Yin et al. 2015;
Social Media for Crisis Informatics: Social media is increasingly seen as a critical platform for emergency 

RELATED WORK

multi-model data is key for these tasks.
F1 on the informativeness task and 8% absolute F1 on the categorization task, demonstrating that considering 
both strong uni-modal and multi-modal baselines, as well as an existing multi-modal approach by up to 5% absolute 
informativeness). Beyond this, we introduce a novel multi-modal framework and demonstrate that it outperforms 
demonstrate that text-only models are more effective than images models when tuned (e.g. 86% vs. 84% F1 on 
performance on the informativeness task and 87% F1 on the categorization task. Comparing uni-modal models, we 
tooling to aid in the filtering of crisis-related tweets for emergency personnel is possible with around 90% F1 
Based on experimentation over the CrisisMMD dataset (Alam et al. 2018), we show that effective automated 

success and failure modes for these models.
We discuss some notable insights we gained when analysing the multi-modal models developed regarding 3.

answering practical questions regarding the training of multi-modal models.
We analyse a range of different classification layer designs building upon the pre-trained ResNet and BERT, 2.

domain.
We propose a general multi-modal framework that can classify tweets with multi-modal data in the crisis 1.

The contributions of this work are three-fold.

  rescue volunteering or donation effort, infrastructure and utility damage.
• Humanitarian Information Categories: Identifying the type of emergency, including affected individuals,

• Informativeness: Whether the social media post is useful for providing humanitarian aid during emergencies.
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define strong uni-modal baselines. Notably, these uni-modal baselines need to be as effective as possible, since
To evaluate whether integrating both text and images is actually important for crisis content categorization, we first 

METHODOLOGY

well as examine how to best combine the output of these models.
works, with the exception that we examine the impact of more recent and effective models for text and images, as 
et al. 2016) for text and VGG16 (Simonyan and Zisserman 2015) for images. This paper is similar to these prior 
2015) for images. Meanwhile, Zou et al. 2021 proposed a similar late interaction model, combining FastText (Joulin 
aid disaster response using a late interaction between a custom CNN for text and VGG16 (Simonyan and Zisserman 
social media data (Alam et al. 2018). For instance, Ofli et al. 2020 proposed a multi-modal deep learning pipeline to 
In the crisis informatics domain, there has been recent interest in multi-modal learning for tasks such as tagging of 
modalities can be beneficial to performance (L. Zhang et al. 2021).
combination/interaction occurs ‘early’. Indeed, recent work have indicated that this ‘early’ interaction between 
such as VISUALBERT (L. H. Li et al. 2019) or VL-BERT (Su et al. 2019), i.e. in such a model the modal 
is to use a unified architecture, where a single embedding model that takes both modalities as input is trained, 
Jiang et al. 2018), i.e. modal combination/interaction only occurs ‘late’ in the process. A less explored alternative 
encoders separately, and then feed the output of those encoders into a final classification model (Yang et al. 2016;
question answering (Goyal et al. 2017). The majority of approaches to tackle these tasks train text and image 
multi-modal tasks that have been previously investigated, including visual reasoning (Suhr et al. 2018) and visual 
i.e. they only consider a single modality (text or images). On the other hand, there are a number of relevant 
State-of-the-art in Multi-modal Learning: As noted earlier, most prior works in machine learning are uni-modal, 
CNNs, making them more prone to error when shown examples that significantly diverge from the training set. 
2022) have noted that transformer-based models appear to lack the same generalization capabilities as equivalent 
expensive to pre-train (over 2,500 TPUv3-core days). Furthermore, other works (Stowe et al. 2016; Zijun et al. 
the attention mechanism globally with minimal modifications to the transformer architecture, but was incredibly 
For example, the recent ViT model (Stowe et al. 2016) is the first vision transformer model that was able to apply 
computational complexity and hence cost of training such models makes transformers less attractive in practice. 
other pixel (and those pixel’s relative position in the image). While this results in a more expressive model, the 
Weissenborn et al. 2020), since their attention mechanism makes the embedding of each pixel dependent on every 
on the other hand are a more recent innovation that have been seen as less suitable for images (Parmar et al. 2018;
choices as baselines, such as ResNet152 (He et al. 2016) and VGG (Simonyan and Zisserman 2015). Transformers 
discard the rest, enabling them to better generalize to unseen examples. As a result, pre-trained CNNs are popular 
CNNs are advantaged here, as their convolutional structure forces them to find the parts of the image that matter and 
more pixels in an image than words in a sentence), meaning effective dimensionality reduction is key. Architecturally 
for image classification. The reason for this is the input dimensionality is much higher for images than text (there are 
neural networks (CNNs); and transformers. CNNs have traditionally been the dominant neural network type used 
neural model. On the other hand, unlike for text, there are currently two competing architectures: convolutional 
extract and embed from the image. A separate model or classification layer can then be trained on-top of the deep 
object detection (Girshick et al. 2014; Ren et al. 2017; Redmon et al. 2016), enabling it to learn what is important to 
before, the deep neural network will have been pre-trained on a number of tasks, such as image classification or 
from the image as input, which is fed into a deep neural network that extracts some meaning from the image. As 
categorization is also dominated by deep learned models. In this case, the item embedding step takes the pixel data 
State-of-the-art in Image Categorization: Like text-based categorization discussed above, supervised image 
Bouzidi et al. 2021), thus, in this paper we only experiment with deep learning-based approaches.
repeatedly shown to be more effective than classical models (Long and McCreadie 2021; McCreadie et al. 2020;
classification layer/model is produced. For crisis categorization of tweet texts, tuned deep learned models have been 
the pre-trained model is ‘tuned’ (subjected to further training on the target task), usually at the same time the 
2019). Specifically, these models can be applied for various downstream target tasks via transfer learning, where 
2019), or BERT model (Devlin et al. 2018b) and its variants (Peters et al. 2018; Mukherjee et al. 2021; Liu et al. 
text categorization works use one of these pre-trained neural language models, such as the GPT (Radford et al. 
sequences of text, pre-trained on very large corpora for a range of natural language processing tasks. Today, most 
pre-trained deep neural language model, which is a highly complex but general language model for embedding 
text (Simonyan and Zisserman 2014; Razavian et al. 2014; Antonellis et al. 2015). This has led to the modern 
developed, that increased the complexity of the embedding model to better capture meaning from sequences of 
designed to assign similar embeddings to words with a similar meaning. Soon afterwards, ‘deep’ alternatives were 
Chen, et al. 2013). These approaches largely solved the semantic mismatch problem, as the pre-trained models are 
transform each word into a vector, and those vectors are combined to form a single vector for the text (Mikolov, 
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if we use older components like past works (Ofli et al. 2020; Zou et al. 2021) did, then any gains observed from
multi-modal combinations might be similarly achieved by making the baselines stronger. For this reason, we first
start with the most effective uni-modal pre-trained models from the literature, tune them for the target task, and then
optimise the training hyperparameters. We discuss the implementation of these models below:

Uni-Modal: Text: When implementing a text categorization model, there are two main decisions that need to me
made: 1) how to embed the text; and 2) how to train the classification layer. For the embedding, we experiment with
two approaches:

• Word2vec: Although not the focus of this work, we include a shallow word-embedding approach as a point
of comparison. In particular, we report the performance of well known Word2Vec model trained using the
Continuous Bag-of-Words (CBOW) approach (Mikolov, Sutskever, et al. 2013). In particular, we use the
same word-embedding model as (Ofli et al. 2020).

• BERT: As discussed earlier, state-of-the-art text embeddings use pre-trained transformer-based models,
hence we do the same using BERT (Devlin et al. 2018a). There are two frequently used versions of the BERT,
BERT-Base uncased and BERT-Large uncased. We use BERT-base uncased (referred to as BERT-base) here
due to the very high memory overheads of BERT-Large uncased. As input to BERT, tweets are first subject
to stopword removal using SPACY2, followed by the default word-piece tokenizer (Rai and Borah 2021).
The pre-trained BERT model expects a fixed length input. To achieve this, we perform zero-padding for any
tweets with fewer than 100 (word-piece) tokens. Following best practices, we fine-tuned the pre-trained
BERT model on the training/validation components of the CrisisMMD dataset (AdamW optimiser and ReLU
activation function) with a softmax output layer.

Meanwhile, for the classification model we experiment with three variants of neural layer on-top of the text
embedding, summarized below. For the remainder of this paper, we will use a short-hand notation to refer to the
construction of the classification model/layers used, as follows. Dense(n) refers to n dense fully connected layers,
while Conv(n) refers to n convolutional layers. Norm denotes a batch normalization layer, while DO denotes a
drop-out layer. A/B(n) represents a grouping of n B layers with n-1 A layers in-between. The | symbol is used to
connect layers. Later when we discuss multi-modal models, Concat is used to denote the concatenation of two
dense layers, one from each modality.

• DO|Dense(1): A single drop-out layer (rate of 0.1) followed by a single dense neural layer. In effect, the
single dense layer acts similarly to a linear regression model.

• DO/Dense(3): Three fully connected neural layers with decreasing sizes of 200, 100 and 50. Two dropout
layers are applied between these three layers to prevent over-fitting, with dropout rates of 0.2 and 0.02,
respectively. This provides a more expressive classification layer for the down-stream task.

• Norm/Conv(3)|Dense: As a point of comparison, we include the same configuration of head as (Ofli et al.
2020). This approach uses a CNN-based classifier, comprised of three convolutional layers with normalization
layers in between, followed by a dense fully connected layer. The convolutional layers of increasing size
[100,150,200] and use kernel sizes/pooling lengths [2,3,4].

All three variants are trained on the training/validation components of the CrisisMMD dataset using either the
Adam or AdamW optimiser (reported in the result table), a batch size of 32 and using the ReLU activation function.

Uni-Modal: Images: For training uni-modal image categorizers, the primarily influencing factor is the pre-trained
model that we use to generate the image embeddings. For our later experiments, we compare three different
pre-trained deep neural image models:

• VGG16: A CNNs based network proposed by (Simonyan and Zisserman 2015) which has 16 convolutional
layers and performs well on wide range of tasks. It is pretrained on ImageNet dataset (Russakovsky et al.
2015).

• ResNet50: A variant of ResNet with 50 layers. It is pretrained on ImageNet dataset (Russakovsky et al. 2015).

• ResNet152: A variant of ResNet with 152 layers. It is pretrained on ImageNet dataset (Russakovsky et al.
2015).

2https://spacy.io/
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just because a text and image pair comes from the same tweet, this does not mean that they have the same label.
This dataset provides a total of 16,058 tweet texts and 18,082 tweet images labelled for these two tasks. However, 

  injured or dead people; missing or found people; other relevant information; not humanitarian related.
  categories: infrastructure and utility damage; vehicle damage; rescue, volunteering, or donation efforts;

• Humanitarian Categories: Given an image, or tweet, or both, categorize it into one of the following

  purposes, defined as useful for providing assistance to people in need.
• Informative vs. Not Informative: A given tweet text or image whether is useful for humanitarian aid

contains provides tweets and human annotated labels for two crisis informatics tasks:
Dataset: Currently the most widely used multi-modal crisis dataset is CrisisMMD (Alam et al. 2018). This dataset 

EXPERIMENTAL SETUP

Adam optimiser and the ReLU activation function.
As for the uni-modal models, we trained on the training/validation components of the CrisisMMD dataset using the 

  fully connected layer).
  classifier. However, this is only comprised of two convolutional layers (size [500,100], followed by a dense
  classification layer used by (Ofli et al. 2020). Like for the text-only variant, this approach uses a CNN-based

• Concat|Conv(3)|Dense: In a similar way to the text uni-modal, we also compare against the fusion

  by two more dense layers (sizes [500,100] with dropout layers in between (dropout rates [0.4,0.2,0.02])).
  modalities, that are concatenated. These features are then passed through a batch normalisation layer, followed

• Concat|Norm|DO|DO/Dense(2): We add one extra dense layers with dimension 1200 for each of the two

uni-modal models:
particular, we experiment with two classification layer configurations on top of the embedding components of the 
and a CNN for images), our only option here is to follow a late interaction strategy, as illustrated in Figure 1. In 
Since we wish to combine existing single-modality models that have different architectures (a transformer for text 
in the related work, there are two broad strategies for multi-modal construction: early interaction; and late interaction. 
comparison, we next describe how we integrate these models to form an effective multi-modal model. As discussed 
Multi-Modal: Text+Images: Having described the different uni-modal model baselines that we use later for 

we also experimented with larger batch sizes [16,32,64,128], that we report later.
CrisisMMD dataset using the Adam optimiser, a batch size of 16 and the ReLU activation function. For ResNet152, 
from earlier, this would simply be Dense(1)). We trained this layer on the training/validation components of the 
we instead replace their final dense classification layer with a new one for our target task (using our notation 
As these image models are designed for classification, rather than adding a new layer on top of the existing model, 

Figure 1. Details of models architecture
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Informativeness Task Humanitarian Categorization Task
Text Embedding Classification layer Optimizer Acc precision recall F1 Time Acc precision recall F1 Time
Word2Vec DO|Dense(1) adam 0.6565 0.5294 0.6565 0.5441 00:01:36 0.5246 0.278 0.5246 0.3634 00:01:32
Word2Vec DO/Dense(3) adam 0.5821 0.5582 0.5821 0.5676 00:02:35 0.4293 0.3644 0.4293 0.3813 00:02:23
Word2Vec Norm/Conv(3)|Dense adam 0.8080 0.8100 0.8100 0.8090 00:15:27 0.7040 0.7000 0.7000 0.6770 00:25:00
BERT-Base DO|Dense(1) adam 0.7927 0.8077 0.7927 0.7694 00:18:54 0.8063 0.8132 0.8063 0.8081 00:12:31
BERT-Base DO/Dense(3) adam 0.8201 0.829 0.8201 0.8058 00:18:42 0.8126 0.8188 0.8126 0.8137 00:12:36
BERT-Base Norm/Conv(3)|Dense adam 0.8627 0.8644 0.8627 0.8644 01:55:21 0.8084 0.8129 0.8084 0.8067 01:53:36
BERT-Base DO|Dense(1) adamw 0.8514 0.8503 0.8514 0.8507 00:13:08 0.8168 0.818 0.8168 0.8168 00:13:21
BERT-Base DO/Dense(3) adamw 0.8651 0.8638 0.8651 0.8620 00:19:42 0.8115 0.8177 0.8115 0.8121 00:13:32
BERT-Base Norm/Conv(3)|Dense adamw 0.8631 0.8622 0.8631 0.8625 01:55:01 0.8304 0.8345 0.8304 0.8318 01:55:01
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gains narrow dramatically when using BERT-base as the embedding model, with between 0-6% F1 gains observed
(Norm/Conv(3)|Dense) classifier resulted in an around 24% gain in Informativeness F1 performance. However, the 
layers is the most effective in nearly all cases. This is most notable for the Word2Vec based models, where the 
2020) (Norm/Conv(3)|Dense). As we can observe from Table 1, the classifier that includes the convolutional 
network comprised of multiple dense layers (DO/Dense(3)), and the classifier configuration used by (Ofli et al. 
configurations: 1) the simplest approach of adding a single dense layer (DO|Dense(1)), 2) adding a deeper 
model / layers that we use to convert the text embedding into a classification. We compare three different possible 
Text - Classification Layer Types: The second primarily variable that can impact performance is the classification 

for Informativeness and 83.2% for Humanitarian Categorization.
Word2Vec, as expected. Indeed, the best performing models for both tasks are BERT-Base model with 86.4% F1 
BERT-Base. Examining the F1 scores for both tasks in Table 1, we observe that BERT-Base consistently outperforms 
two approaches here, the shallow word embedding approach Word2Vec and the deep neural language model 
Text - Word2vec vs. BERT: The first factor of interest is the model that we use to embed the text. We compare 

is highlighted in bold. We discuss our observations below:
(Informativeness and Humanitarian Categorization). The highest performing uni-modal model under eadch metric 
model, while the remaining columns report the effectiveness and training time for that model on the two tasks 
reported in Table 1 (Text models) and Table 2 (Image models). The first three columns describe the setup of each 
model/layers for these two tasks, although we also optimise additional hyper-parameters as well. Our results are 
for both CrisisMMD tasks. Primarily, we are looking to find the most effective embedding and classification 
Based on the variables previously described in the Methodology section, we train a range of uni-modal models 

Finding Effective Uni-Modal Models

performance of the uni-modal and multi-modal models.
to form strong baselines to compare to; and 2) Uni-Modal vs. Multi-Modal Comparison, where we contrast the 
into two main components: 1) Finding Effective Uni-Modal Models, where we optimise the uni-modal models 
multi-modal (text+image) models produced for crisis content categorization. In particular, we divide this section 
In this section we report the results comparing the performances of both the uni-modal text, uni-modal image and 

EXPERIMENTAL RESULTS

classification head.
Word2Vec for test embedding and VGG16 for Image embedding, followed by a Concat|Norm/Conv(3)|Dense 
the same task, we compare against (Ofli et al. 2020) as a multi-modal baseline as well. For reference, this uses 
models that we can produce and the associated multi-modal models. However, as a recent paper that tackled 
when performing crisis content categorization. Hence, our primary comparison will be between the best uni-modal 
Baselines: Our overall goal in this paper is to determine to what extent we need to consider multi-modal evidence 

most represented categories).
test set. As such, we focus more on F1 as a primary metric as opposed to accuracy (which is biased towards the 
on the same test set of CrisisMMD. For Humanitarian Categorization, the prevalence of categories uneven in the 
classical classification metrics: accuracy, precision, recall and weighted F1-score. Note that all metrics are reported 
Metrics: We evaluate the performance of both the uni-modal and multi-modal models produced via the following 

2020).
agree. For the purposes of training and testing our models, we use the same train/validation/test split as (Ofli et al. 
Hence following prior work (Ofli et al. 2020) we only use tweets where the label for the text and image in a tweet 

Table 1. Crisis Content Categorization of Uni-Modal: Text models.
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Informativeness Task Humanitarian Categorization Task
Image Embedding Classification Layer Batch size Acc precision recall F1 Time Acc precision recall F1 Time
VGG16 Dense(1) 16 0.8330 0.8310 0.8330 0.8320 00:19:46 0.7680 0.7640 0.7680 0.7630 00:20:28
ResNet50 Dense(1) 16 0.8130 0.8188 0.8160 0.8174 00:16:32 0.7420 0.7370 0.7410 0.7390 00:16:17
ResNet152 Dense(1) 16 0.8239 0.8219 0.8208 0.8213 00:08:40 0.7626 0.7530 0.7620 0.7575 00:09:13
ResNet152 Dense(1) 32 0.8388 0.8366 0.8353 0.8359 00:14:11 0.7843 0.7692 0.7712 0.7702 00:14:55
ResNet152 Dense(1) 64 0.8437 0.8331 0.8299 0.8315 00:19:47 0.774 0.7652 0.7791 0.7721 00:20:16
ResNet152 Dense(1) 128 0.8573 0.8443 0.8437 0.8440 00:31:44 0.7830 0.7340 0.7960 0.7637 00:12:15

Table 2. Crisis Content Categorization of Uni-Modal: Image models.

Informativeness Task Humanitarian Categorization Task
Modalities Embeddings Classification Layer Acc precision recall F1 time Acc precision recall F1 time

Text BERT-Base DO/Dense(3) 0.8651 0.8638 0.8651 0.8620 00:19:42 0.8304 0.8345 0.8304 0.8318 01:55:01
Word2Vec Norm/Conv(3)|Dense 0.8080 0.8100 0.8100 0.8090 00:15:27 0.7040 0.7000 0.7000 0.6770 00:25:00

Images ResNet152 Dense(1) 0.8573 0.8443 0.8437 0.8440 00:31:44 0.7830 0.7340 0.7960 0.7637 00:12:15
VGG16 Dense(1) 0.8330 0.8310 0.8330 0.8320 00:19:46 0.7680 0.7640 0.7680 0.7630 00:20:28

Text+Images
Word2Vec+VGG16 Concat|Conv(3)|Dense 0.8440 0.8410 0.8400 0.8420 01:40:05 0.7840 0.7850 0.7800 0.7830 01:58:25
BERT-Base+ResNet152 Concat|Conv(3)|Dense 0.8728 0.8776 0.8743 0.8759 02:49:03 0.8220 0.8321 0.8225 0.8273 02:59:21
BERT-Base+ResNet152 Concat|Norm|DO|DO/Dense(2) 0.8977 0.8997 0.8977 0.8984 00:26:04 0.8670 0.8690 0.8670 0.8677 00:54:12
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83.2% and 76.3% F1), confirming results from their paper. On the other hand, this combined model is still quite
uni-modal models that comprise it, i.e. row 2 (text-only with 80.1% and 67.7% F1) and row 4 (image-only with 
model (row 5) achieved 84.2% and 78.3% F1 under each task, respectively. This is a marked increase over the two 
model with the uni-modal models that comprise it. Starting with the approach by (Ofli et al. 2020), the multi-modal 
use as a baseline. From Table 3, we make the following observations. First, we can compare each multi-modal 
Word2Vec+VGG16 into a Concat|Conv(3)|Dense classification layer is the approach by (Ofli et al. 2020), which we 
models. As before, we distinguish models based on the embedding approach and classification layer(s) used. The 
Table 3 reports a performance comparison between the best uni-modal models and three late interaction multi-modal 

significantly enhance performance over these best uni-modal models.
question: is multi-modal data key for these tasks? If so, by constructing multi-modal models we should be able to 
image-only models were slightly lower, achieving 84.4% and 77.2% F1 respectively. We now answer our core 
Categorization tasks. The best text-only models achieved 86.4% and 83.18% F1 respectively, while the best 
In the previous section we built optimised deep neural models for both CrisisMMD Informativeness and Humanitarian 

Uni-Modal vs. Multi-Modal Comparison

production system, but may slow down model development time if performing significant hyperparameter tuning.
that markedly increases training time to around 2 hours. We note that this should not be a significant issue for a 
on average. However, a notable exception here is the introduction of the convolutional layers in the text classifier, 
respectively. Generally, we observe that the training times for both text and image models is between 10-20 minutes 
different modalities. For all models Table 1 and Table 2 reports the training times for the text and image models, 
how long they take to train. This is more significant when working in a multi-modal space, as we need to train the 
Text vs. Image Efficiency: Finally, one of the practical considerations when building machine learned models is 

be a safer option.
ResNet as VGG16, we needed to use a larger batch size of 128 than VGG’s 16, so out-of-the-box VGG16 appears to 
VGG16 and the best ResNet model is only 0.2%. Although we note that to achieve equivalent performance with 
the pre-trained image models. For instance, for the Informativeness task, the difference in performance between the 
from the Table, in terms of F1 performance across the two tasks, there is little difference in performance between 
compare the VGG16, ResNet50 and ResNet152 pre-trained image embedding models in Table 2. As we can see 
layer is held constant for images. The most influential factor then is how we embed the images. In this case, we 
Image - VGG16 vs. ResNet: Moving to the image modality, we have fewer variables to consider, as the classification 

Categorization, simply changing the optimiser resulted in an increase in performance from 80.7% to 83.2%.
to be superior here, indeed in some scenarios it has a surprisingly large impact. For instance, for Humanitarian 
comparison of these two optimiser in Table 1. From our results, we can conclude that the AdamW optimiser appears 
is the optimiser that is used during training, with two common ones being Adam and AdamW. We also report a 
Text - Optimizer: Finally, when training the text classifier, a lesser factor that can influence the model performance 

comes at a significant cost in increased training time.
Hence, we conclude that it is better to include convolutional layers within the classifier, although we note that this 
for Informativeness and 0-2% gains for Humanitarian Categorization in comparison to using dense layers only. 

Table 3. Comparison of Uni-Modal and Multi-Modal models for Crisis Content Categorization.
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Task # Test Text+Images Text-Only Failed Image-Only Failed
Tweets Embeddings Classification Layer Outcome (BERT-Base, DO/Dense(3)) (ResNet152, Dense(1))

Informativeness 1534
BERT-Base+ResNet152 Concat|Norm|DO|DO/Dense(2)

Correct 75 (4.9%) 228 (14.9%)
Failed 126 (8.2%) 78 (5.0%)

Humanitarian Categorization 955 Correct 177 (11.5%) 199 (13.0%)
Failed 96 (6.3%) 81 (5.2%)
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text-only model, consistent 3-6% improvements are observed across the categories, with the exception of the
the distribution of these gains are not the same comparing across the uni-modal models. Comparing against the 
From Figure 2 we see that the multi-modal model improves performance across all 5 primary categories, however 

proportion of tweets in each pairing. The left-right centre diagonal represents correct classifications.
or donation effort" is denoted as "R". The values contained within each box and associated colours represent the 
represents "infrastructure and utility damage"; "O" denotes "Other relevant information"; and "Rescue, volunteering 
in the task, namely: "Affected individuals" is denoted as "A"; "N" represents the "not-humanitarian" category; "I" to 
models for the Humanitarian Categorization task. The axes on the confusion matrices denote the primary categories 
To examine where these errors occur in more detail, Figure 2 visualises the confusion matrices for the different 

incorrectly classified, even with the addition of multi-modal evidence.
multi-modal model, there is still significant scope for improvement, with between 5% to 8.2% of tweets remaining 
image evidence together can bring to crisis content categorization. On the other hand, we see that even with the best 
image models, 14.9% and 13% of tweets were corrected. This demonstrates again the value that integrating text and 
uni-models made. For the uni-modal text models, 4.9% and 11.5% of tweets were corrected, while for the uni-modal 
As we can see from ‘Correct’ rows in Table 4, the multi-modal model is correcting a large number of errors that the 

  scope for improvement available).
‘Failed’ rows indicate tweets which neither model classified correctly (indicating that more work is needed and the
‘Correct’ rows indicate errors that the uni-modal made that were fixed by the multi-modal model. The counts in the 

  number of cases where the multi-modal model succeeded, but the uni-modal models did not. Higher numbers in 
  of cases where both the multi-modal and uni-modal models failed, while the ‘Correct’ Outcome rows report the
  and image-only models failed also to classify correctly. In effect, the ‘Failed’ Outcome rows report the number
  number of test tweets the multi-modal model succeeded or failed to classify correctly, and the associated text-only
  comprise it. In particular, Table 4 reports for both Informativeness and Humanitarian Categorization tasks the
  We begin by contrasting the success and failures of the best multi-modal model against the uni-modal models that

Error Distribution Analysis

classification error distribution; and 2) provision and analysis of illustrative examples.
1) a failure analysis of the best models to see where the uni-modal and multi-modal models differ in terms of 
higher performance does not mean that it is more effective in all cases. We divide our analysis into two components:
produced to evaluate the strengths and weaknesses of these models. Indeed, just because a model overall has a 
Having answered our core question, we next perform additional analysis on the uni-modal and multi-modal models 

ADDITIONAL OBSERVATIONS AND DISCUSSION

expressive classification layer, if state-of-the-art performances are to be achieved.
however our results have highlighted the importance of using strong embeddings (particularly for text) and an 
Overall, we have shown that combining evidence from multiple modalities can bring marked gains in performance, 

best uni-modal models for these tasks.
90% F1 for the Informativeness task and 86.7% F1 for the Humanitarian Categorization task, which outperform the 
the transition to a more expressive classification layer results in a further marked increase in performance, to almost 
we replace the convolution-based classifier with a more expressive dense layer architecture (row 7). As we can see, 
task. However, one possibility is that the classification layer being used is not expressive enough. As such, we ask if 
task, although it is still slightly less effective than the best uni-modal model for the Humanitarian Categorization 
87.6% and 82.7% F1 respectively, which is more effective than the best uni-modal models for the Informativeness 
VGG16 with BERT-Base and ResNet152 the resulting model (row 6) exhibits much higher overall performance:
next compare how using more effective embeddings can increase performance. If we simply replace Word2Vec and 
weak in terms of overall performance in comparison to the best uni-modal models we created earlier. Hence, we 

models.
Table 4. Comparison of the number of tweets classified correctly and incorrectly by the uni-modal and multi-modal 
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Figure 2. Confusion matrices for the uni-modal and multi-modal models. Due to the name of each class being too
long, "Affected individuals" is denoted as "A"; "N" represents the "not-humanitarian" category; "I" to represents
"infrastructure and utility damage"; "O" denotes "Other relevant information"; and "Rescue, volunteering or
donation effort" is denoted as "R".

affected individuals category that has a larger 12% uplift. However, in contrast, the image-only model performs
particularly poorly on two categories: affected individuals (0% correct) and Rescue, volunteering or donation effort
(48% correct). As a result, the associated up-lift from the multi-modal combination is larger. It is also worth
highlighting that the gains we are seeing here are not simply additive, i.e. the multi-modal model is able to classify
tweets correctly that neither of the uni-modal models could. We can see this most clearly in the case of the affected
individuals class, where the text model classified 44% of the tweets correctly and the image model classified 0%
correctly, but the combination in the multi-modal model managed to classify a larger 56% of the tweets in this class
correctly.

Analysis of Illustrative Classification Examples

Finally, we provide several illustrative examples to provide insights into the success and failure modes of the
multi-modal model. To begin, Figure 3 shows three examples where the multi-modal model correctly categorises
tweets, but the uni-modal models do not. Examples (a) and (b) show cases where the image unimodal model failed,
but the multi-modal model makes the right prediction. Specifically, they illustrate scenarios when the images’
contents are vague or not informative, but the text message is very clear. Example (c) in contrast, is a tweet that the
text model gave the wrong prediction, but the multi-modal model correctly classifies it through the use of features
from the image.
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and image present different information; the text indicates that there is no need for immediate rescue, but the image
for the model to determine the core subject of the tweet. Meanwhile, example (b) illustrates a case where the text 
correctly. For instance, in example (a), the text and image present a large volume of information, making it difficult 
tweets where both uni-modal models incorrectly classified the tweet, but the multi-modal model classified it 
the content than is possible from one modality alone. Figure 4 provides examples where this occurs, by showing 
additive, i.e. it is learning how to relate both the text and image evidence together to gain a deeper understanding of 
Furthermore, as we noted in the error distribution analysis, the gains from the multi-modal model are not simply 

Figure 3. Examples of multi-modal model filter misleading info in single modality.
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shows an injured person. Example (c) is a difficult tweet to classify, as the text contains many keywords that are
related to crises, but the actual content is not relevant to the current crisis being investigated.

Figure 4. Examples of multi-modal model beats uni-modal model.

On the other hand, the multi-modal model is not always better than the uni-modal models, although these cases
are rare (85 examples). From analysing these, there seem to be two broad failure modes. First failure mode is
cases where the model appears to have been misled by examples where the true label is debatable. For instance,
Figure 5, (a) and (b) describe a similar story of how a hero acted during the crisis, but assessors give different labels
to them, making it likely that the model will learn the wrong patterns. Meanwhile, there are also a small number of
labelling errors, such as example (c), where the assessor selected "not informative", but we believe this tweet should
be "informative". The second broad scenario is cases where both the text uni-modal model and image uni-modal
model give consistent predictions but the multi-modal model produces a different (incorrect) prediction, such as the
examples shown in Figure 6 for the Informativeness task. We suspect that if the multi-modal model identifies a
weak connection between the text and image, the model would judge that neither information within the text nor
image to be informative, but this would require more analysis to determine definitively.
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considering all the modalities within social media data is important. In particular, we perform a study where we
multiple modalities. As a step towards building more effective crisis response tooling, we investigate to what extent 
challenging to extract information from due to their un-structured nature and the presence of information across 
Social media is a critical platform for emergency response agencies to acquire actionable information, but are 

CONCLUSIONS

Figure 5. Examples of problem of true label in CrisisMMD dataset.
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